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Abstract

The problem of low-density parity-check (LDPC) decoding in channels with memory has

been attracting increasing attention in the literature. In this thesis, we use LDPC codes in an

estimation-decoding scheme for the Gilbert-Elliott (GE) channel and more general Markov-

modulated channels. The major accomplishments of this thesis include both analysis and

design components. To analyze our estimation-decoding scheme, we derive density evolu-

tion for the GE channel, which has previously been used largely in memoryless channels.

Furthermore, we develop techniques that use density evolution results to more efficiently

characterize the space of Markov-modulated parameters. We begin by applying a character-

ization to the GE channel, following which we generalize this characterization into a partial

ordering of Markov-modulated channels in terms of probability of symbol error. We also

consider the design problem of developing LDPC degree sequences that are optimized for

the GE channel. We obtain a novel design tool that approximates density evolution for our

estimation-decoding algorithm, and present degree sequences that represent the best known

i



codes in the GE channel. We also present a method of generalizing this tool to Markov-

modulated channels, and give some of the first optimized degree sequences ever obtained for

these channels.
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Chapter 1

Introduction

This thesis is concerned with the use of low-density parity-check (LDPC) codes as a method

of communicating reliably in channels with data-independent memory. Several interesting

open questions are raised by this application. For instance, though some evidence exists that

the performance of such a system would be good, no analytical means exist to evaluate the

performance. Furthermore, characterizing the performance of these systems over all possible

channels with data-independent memory is very difficult, owing to the large parameter spaces

of these channels. As well, no technique exists to design good irregular LDPC codes that

can approach the Shannon limit. The remainder of this thesis is dedicated to addressing

these three open problems.

In this chapter, we give a general context to these open problems, including historical

perspective and related contemporary research. We also give an outline of our approach and

major results.

1.1 Reliable Communication and Complexity

The problem of digital communication can be stated in the following question: given a

message source, a message sink, and a distorting transmission medium (or channel) between

the source and sink, how can messages be transmitted from the source to the sink while

both maximizing the message transmission rate and minimizing the probability of error (that

1
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Message
Source

Message
Channel

Distortion

Transmitter Receiver
Sink

Figure 1.1: A schematic system for digital communication.

is, the probability of failing to exactly recover the source message)? The communications

engineer may solve this problem by designing a transmitter to encode the messages so as to

mitigate the effects of the channel distortion, and a corresponding receiver to process the

received signal so as to obtain a good guess for the transmitted message. Such a system is

depicted schematically in Figure 1.1.

In his seminal 1948 work, Shannon [1] partially answered this question with the channel

coding theorem, which gave the theoretical limits on reliable communication. Briefly, the

idea is to encode the messages with some redundancy, which can be exploited by a decoder

to compensate for the distortion in the channel; Shannon’s achievement was to demonstrate

the maximum data rate at which arbitrarily reliable communication can occur, known as the

capacity. Since Shannon, there has been a wealth of research into this problem, although with

a crucial added dimension: the computational complexity of the decoder must be feasible.

This is particularly important since the problem of optimal decoding for non-trivial codes

has NP-hard complexity – that is, the only known algorithm to decode has complexity that

is exponential in the length of the code [2]. For any reasonably large code length, the optimal

decoder is intractable – but short codes cannot guarantee reliable communication.

The introduction of Turbo codes opened a new avenue of investigation into this prob-

lem [3]. Using an unconventional code design, and more importantly, a suboptimal (but

nonetheless good) iterative decoder with linear complexity in the length of the code, these

codes showed promise in approaching the Shannon limit to within a small gap – much smaller

than any contemporary code with comparable complexity. Much research has been done to
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understand the effectiveness of Turbo codes, and a number of desirable features of these

codes have been uncovered, such as:

• The Turbo decoder can be represented graphically [4], as a generalization of Tanner’s

representation of parity-check codes [5].

• The decoding algorithm is a special case of belief propagation [6], which is a method of

calculating marginal probabilities, conditioned on observations, of individual variables

in a Bayesian network [7]. Furthermore, belief propagation can be easily altered to

perform other interesting decoding procedures [8].

• Belief propagation works in spite of cycles in the Bayesian network representing the

Turbo code. This was surprising because belief propagation is only known to be ac-

curate if the network is cycle-free. Recent research has investigated this phenomenon,

such as in [9, 10, 11]; in the case of Turbo codes, the good performance seems to result

from the long length of most cycles, allowing the dependency of messages to decay [12].

These phenomena, particularly the property of long cycles, which allows the use of this so-

called “loopy” belief propagation for efficient decoding, inspired interest in other code designs

that share these properties. These included Repeat-Accumulate (RA) codes [13], tail-biting

codes [14], and Low-Density Parity-Check (LDPC) codes, possibly the most promising of

this class of codes, which are the focus of the present work.

1.2 Low-density parity-check codes: Background

LDPC codes were originally proposed by Gallager in 1962 [15], but were largely forgotten,

as their complexity was considered impractical for the computing capabilities of the time.

However, the focus on Turbo codes ignited interest in related schemes, which resulted in the

nearly simultaneous rediscovery of LDPC codes by several different research groups. Mackay

and Neal’s 1996 paper [16] is commonly credited (at least in part) with this rediscovery, but

credit is also frequently given to Sipser and Spielman [17], and occasionally to Wiberg [4].

In essence, an LDPC code is a linear code in which the parity-check matrix is very sparse,

and in which the nonzero entries are placed randomly, selected from a specified ensemble,



Chapter 1: Introduction 4



0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 0

0 0 1 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 0 0 0 1 0

0 0 0 0 1 0 0 0 1 0 0 0 0 0 1 0 0 0 1 0 0 0 0 0

1 0 0 0 0 0 1 0 0 1 0 0 0 0 0 0 1 0 0 0 0 0 0 0

0 0 0 1 0 0 0 0 0 0 1 0 0 0 0 0 0 1 0 0 0 0 0 1

0 1 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 1 1 0 0

0 0 0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 1 0 1 0 0 0 0

0 1 0 0 1 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 1 0

1 0 0 0 0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 1 0 0 0

0 0 0 0 0 0 1 0 1 0 0 0 1 0 0 0 0 0 0 0 0 0 0 1

0 0 1 1 0 0 0 0 0 0 0 0 0 0 1 0 0 0 1 0 0 0 0 0

0 0 0 0 0 1 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 1 0 0


Figure 1.2: An example parity-check matrix for a (24,12) regular LDPC code, with dv = 2 and

dc = 4.

such as in Fig. 1.2. As is the case with Turbo codes, it is possible to represent an LDPC

code on a graph. Useful representations for LDPC codes are factor graphs, which are related

to both Tanner graphs and Bayesian networks. Furthermore, belief propagation decoding

can be accomplished using a message-passing scheme over the factor graph called the Sum-

Product Algorithm (SPA) [18].1 As well, the sparseness and randomness of the parity check

matrix and its associated factor graph can be shown to lead to the property of long cycles.

Initial research on LDPC codes focused on regular codes, in which the every row of the

parity check matrix had dc nonzero entries, and every column had dv nonzero entries, where

dv < dc. Empirical results for these codes in [16] showed performance that was comparable

to Turbo codes, with a small gap to the Shannon bound. However, while Turbo codes seemed

to be plagued with an error floor at low probability of error, the empirical results indicated

that LDPC codes might avoid this phenomenon. Indeed, under (albeit infeasible) optimal

decoding, LDPC codes have been shown to achieve the Shannon limit [20]; while the error

1See [19] for a good nonspecialist introduction to factor graphs.
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floor of Turbo codes has been shown to be a fundamental property of the code’s low free

distance [21], which would not be mitigated under optimal decoding.

In 2001, a landmark paper by Richardson and Urbanke established analytically that

regular LDPC codes, decoded with the SPA, can achieve arbitrarily low probabilities of

error in the limit of long block length [22]. This achievement generalized earlier analytical

work by Luby [23]. To accomplish this analysis, the authors proposed density evolution (DE),

which exploited the property of long cycles. By examining how messages were calculated,

the long cycles were shown to ensure that all the messages passed under the SPA were

independent. Thus, using a very complicated procedure, the probability density functions

of the messages could be tracked from iteration to iteration, and from these functions the

probability of error at each iteration could be calculated. Density evolution is currently the

highest standard of analysis that can be applied to any LDPC decoding application, and has

been applied in many areas, including: LDPC decoding in Rayleigh fading [24]; multiuser

detection-decoding [25]; decoding of LDPC coded modulation [26]; and some applications

that will be described in the next section.

Meanwhile, it was noticed that the remaining gap to the Shannon bound could be closed

by using irregular LDPC codes [23]. In an irregular LDPC code, the number of ones in each

row and column of the parity-check matrix is no longer constant. Instead, for a row (or

column) selected at random uniformly from the set of all rows (or columns, respectively),

the number of nonzero entries is a random variable governed by a distribution known as a

degree sequence. Obtaining a good degree sequence is a non-trivial design problem. DE can

be adapted to search for good degree sequences [27]; however, the high complexity of DE

and the large number of candidate degree sequences motivated the search for alternatives.

Several research groups have proposed methods for approximating DE analysis. Approx-

imate DE normally distills the exact message densities down to a single parameter, where

this single parameter frequently indexes a family of densities, and the parameter value is

chosen as the member of the family that is the best approximation for the true density of

the messages. This approach was taken in the Gaussian approximation (in which variance

was a function of mean) [28] and the binary symmetric approximation [29]. These methods

can be combined with another highly influential method in approximate DE: the extrinsic
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information transfer (EXIT) chart [30], which tracks the relationship between input extrin-

sic information and output extrinsic information at any iteration. The EXIT chart gives

a highly intuitive graphical representation of the decoding process, so that it is possible to

immediately identify systems in which arbitrarily low probability of error is achieved. In [31],

the Gaussian approximation was refined and combined with the EXIT chart to produce the

semi-Gaussian approximation, which is one of the best approximation techniques available

in the literature, trading additional complexity in order to gain better performance.

Recently, an irregular LDPC code was found that performed to within 0.0045 dB of the

Shannon limit in Gaussian noise [32]. With the problem of communicating over the Gaussian

channel seemingly solved for arbitrarily long codes,2 many researchers have begun adapting

LDPC codes to more complicated channels. In particular, attention has turned to channels

with memory, which are present in a number of practically interesting scenarios, such as

wireless fading channels.

1.3 Decoding over Channels with Memory: Background

A memoryless stochastic process is a process in which the current value is independent of

past and future values. In a process with memory, values of the noise process are dependent

– the process remembers its state over time, and behaves accordingly. An illustration of

this phenomenon with a Gaussian process is given in Fig. 1.3. A memoryless channel is a

channel in which the underlying noise process is memoryless, or in which the channel state

is memoryless from channel use to channel use; while a channel with memory is a channel in

which the channel state is correlated across channel uses. The state of a channel noise process

with memory is referred to as the channel state. We distinguish channels with memory as

either data-dependent, in which the channel state is influenced by the transmitted waveform,

or data-independent, in which the channel state is independent of the transmitted waveform.

Since the noise in a channel with memory is dependent from channel observation to

channel observation, it is possible to use this information to improve the performance of a

2It is an open question as to whether irregular LDPC codes under belief-propagation decoding can achieve

the Shannon limit, with no gap.
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Figure 1.3: A memoryless Gaussian process (left), and a Gaussian process with memory (right).

In the process with memory, nearby values of the process tend to be close in amplitude.

decoder. Furthermore, the decoder can use the additional information about the transmitted

message gleaned from the code in order to improve its estimate of the channel state – a scheme

referred to as estimation-decoding. Some foundational work on reliable communication in

channels with memory was given by Gallager in [33, Chap. 4].

The focus of this work is on data-independent channels with memory. Researchers work-

ing on telephone networks found that a variety of channel behaviors, such as switching

transients, resulted in bursts of error, which are poorly described by any memoryless chan-

nel model. In [34], Gilbert proposed a binary-input, binary-output channel model to address

this problem, in which there were two (hidden) channel states related through a Markov

chain: in the “good” state, no errors occurred, while in the “bad” state, there was a given

probability of error. In [35], Elliott3 refined Gilbert’s channel, allowing the “good” state to

be imperfect, though with a smaller probability of error than the “bad” state. This channel

is commonly referred to as the Gilbert-Elliott channel. The capacity of the Gilbert-Elliott

channel was found in [36], and this result was generalized to Markov channels with arbitrary

discrete alphabets and arbitrary numbers of states in [37].

3There are many spellings of Elliott in the literature. The spelling used in this thesis was given in [35],

and is taken to be correct.
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The idea of a channel state with Markov properties has been found to be useful in a

variety of applications. For instance, in a wireless fading channel, the signal amplitude is

known to have correlations over many channel uses, for which a common model is the Clarke

model [38]. These correlations can be modeled with a Markov process [39], and can be

approximated using the Gilbert-Elliott model and its generalizations [40], though care must

be taken in selecting the model so as to preserve the features of the Clark model [41, 42].

Markov models have the advantage of a straightforward representation using factor graphs

[43], which results in natural LDPC estimation-decoding algorithms using the SPA.

An obvious question to ask is whether LDPC codes are useful in an estimation-decoding

scheme. The literature contains encouraging results from research into data-dependent chan-

nels. The most common types of data-dependent memory channel are the partial response

channel, which has applications in magnetic recording, and the intersymbol interference

channel, which has various applications, including wireless communication.4 Empirical stud-

ies of partial response channels were given in [44] and [45], which showed excellent results,

while density evolution results were given in [46]. Code designs within 0.15 dB of the Shan-

non limit for these channels were presented in [47]. In [48], density evolution was used to

analyze an LDPC estimation-decoding scheme for intersymbol interference channels, which

also showed excellent potential results.

In data-independent channels, the channel memory can be destroyed using interleaving

(or even using the implicit interleaving of the randomly connected LDPC factor graph).

This reduces a channel with memory into a memoryless channel, which can be handled with

existing decoding algorithms. The objective in estimation-decoding is to improve signifi-

cantly upon the decoder which uses this memoryless assumption. The earliest approaches

to LDPC estimation-decoding include [4], in which LDPC estimation-decoding was first

described using graphs, and [49], which considered the simple case of an LDPC code in

block fading, where the fading amplitude remains the same over an entire codeword. LDPC

estimation-decoding for the Gilbert-Elliott channel was specifically considered in [50, 51], in

which empirical results showed significant improvements over the memoryless assumption.

4These channels satisfy our definition of data-dependent channels with memory, since their channel state

is dependent on other transmitted symbols.
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The more complicated arrangement of LDPC estimation-decoding in colored Gaussian noise

was considered in [52], where empirical results again showed good performance.

There are several important open problems concerning LDPC estimation-decoding in

channel-independent memoryless channels. Firstly, no analysis of these channels has been

made using DE, which is required to obtain an analytical understanding of the performance

of LDPC estimation-decoding. Secondly, we conjecture that irregular LDPC codes can offer

the same significant gains in channels with memory as they offer in memoryless channels.

Good Turbo codes were designed for the Gilbert-Elliott channel in [53], and designs for

good LDPC codes for compressing correlated sources were presented in [54], but no design

technique exists for data transmission using irregular LDPC degree sequences over Markov

channels. Thirdly, channels with memory tend to have very large parameter spaces, which

leads to a curse of dimensionality in analyzing these channels. This problem could be

mitigated if the probability of error under LDPC estimation-decoding in two channels could

be compared, but no technique currently exists to do so. In this thesis, we address these

three open problems and provide solutions in the case of the Gilbert-Elliott channel and the

more general Markov-modulated channels.

1.4 Overview of the Thesis

In this section, we review the general organization of the thesis, and provide a road map to

our major results.

In Chapter 2, we give a detailed introduction to both LDPC codes and Markov-modulated

channels. In Section 2.4, we give a general estimation-decoding algorithm for LDPC codes

over Markov-modulated channels, derived from the SPA. This is the first appearance of such

a general algorithm in the literature.

In Chapter 3, we adapt DE to LDPC estimation-decoding over the GE channel. We

state the DE algorithm in Section 3.4, while the key practical results concerning the use

of this algorithm are explained in Section 3.5. We also give a geometric analysis of the

space of GE parameters under LDPC decoding, which uses the DE result to divide the

space into regions where decoding is successful and unsuccessful. The key theoretical results
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in this vein are Theorems 3.4, 3.5, and 3.6, which establish a three-dimensional region of

convergence in the space of GE parameters. This chapter marks the statement of Lemma

3.1, the Side Information Lemma, which is used throughout the remainder of the thesis as a

proof technique.

In Chapter 4, we introduce a design tool for obtaining good irregular LDPC degree

sequences under estimation-decoding in the GE channel. Much of the chapter is devoted

to mitigating the difficulty of including channel estimation in approximate DE. Our main

theoretical result, stated in Theorem 4.4, is to show that changes to the message-passing

schedule, which make approximation easier, do not affect the limiting probability of error.

We also introduce a useful refinement on the Side Information Lemma, called the Reduction

Lemma, in Lemma 4.1. In Section 4.4, we give two approximate DE algorithms based on

the semi-Gaussian approximation, which trade off accuracy against complexity. Results,

including degree sequences found using these methods, are found in Section 4.5.

In Chapter 5, we generalize our geometric classification results from Chapter 3 to chan-

nels with arbitrary numbers of states. We introduce a partial ordering of Markov-modulated

channels in terms of their probabilities of error at every iteration of LDPC estimation de-

coding, and for every regular LDPC code. The key theoretical result in this chapter is

Theorem 5.5, which allows the ordering of channels with different numbers of states. We

also generalize these results to irregular LDPC codes, using ideas from Chapter 4.

Finally, in Chapter 6, we adapt our design tool from Chapter 4 to more general Markov-

modulated channels. Our modifications include a Monte Carlo method to obtain channel

densities, which are difficult to obtain using DE. Using this technique, in Section 6.2, we

give optimized degree sequences for higher-order Markov-modulated channels.



Chapter 2

System and Channel Models

In this chapter, we introduce the system and channel models which will be used throughout

the rest of this work. In Section 2.1, we introduce theory related to low-density parity-

check codes, including their construction, representation, and decoding. In Section 2.2, we

define and give examples of the Markov-modulated channel. In Section 2.3, we define the

Gilbert-Elliott channel, an important example of a Markov-modulated channel which is used

throughout this thesis. In Section 2.4, we discuss the representation of an LDPC code and a

Markov-modulated channel as a complete system, and give an estimation-decoding algorithm

based on the Sum-Product Algorithm [18]. The estimation-decoding algorithm is intended

to be a general algorithm that can be applied to any Markov modulated channel, and is used

throughout the remainder of the thesis.

2.1 Low-density parity-check codes

In this section, we formally describe LDPC codes, for which some history and current ap-

plications were given in Chapter 1. As the name suggests, an LDPC code is a linear code

for which the parity check matrix H is very sparse, and where the nonzero elements in the

parity check matrix are arranged randomly. Parity checks are represented by the rows of

the parity check matrix, while symbol variables are represented by the columns of the parity

check matrix. Define the degree of a row or column of the parity check matrix as the number

11
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of nonzero entries, and let cmax and vmax be the maximum parity-check and symbol variable

degree, respectively. LDPC codes are characterized by their degree sequence (ρ, λ), where

ρ := [ρ1, ρ2, · · · , ρcmax ],

λ := [λ1, λ2, · · · , λvmax ].
(2.1)

The quantities ρi and λj are defined, respectively, as the probability that a particular one in

the parity check matrix is in a row with i ones, or a column with j ones. Given the degree

sequence, it is easy to show that the rate of an LDPC code is given by

R ≥ 1−
∑cmax

`=1 ρ`/`∑vmax

`=1 λ`/`
, (2.2)

which is satisfied with equality if the rows of the parity check matrix are linearly independent

over GF (2). An LDPC code is called regular if ρcmax = λvmax = 1; otherwise, it is called

irregular.

As in any linear code, a vector x is a codeword in the LDPC code C described by H if

and only if it satisfies every parity check in H; that is, x ∈ C iff xHT = 0. This condition

may be represented in functional form. Let H : {0, 1}n → {0, 1} represent the characteristic

function of the code, so that

H(x) =

 1, x ∈ C;

0, x /∈ C.

Now consider the relationship between H(x) and H. For the jth row of H, let µj :=

[µj(1), µj(2), · · · , µj(nj)] be the vector of indices where ones occur in this row. Furthermore,

let hj : {0, 1}nj → {0, 1} be the characteristic function for the jth row of H, that is,

hj(xµj(1), xµj(2), · · · , xµj(nj)) =

 1, xµj(1) ⊕ xµj(2) ⊕ · · · ⊕ xµj(nj) = 0;

0, xµj(1) ⊕ xµj(2) ⊕ · · · ⊕ xµj(nj) = 1.

The function hj is then referred to as the jth parity check equation of the code. Let m be

the number of rows in H (or, equivalently, the number of parity check equations). Since x

is a codeword if and only if each parity check equation is satisfied, it is easy to see that

H(x) =
m∏

j=1

hj(xµj(1), xµj(2), · · · , xµj(nj)). (2.3)
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Figure 2.1: An example of the factor graph for an LDPC code, and the corresponding parity

check matrix.

The importance of the representation in (2.3) is to show the factorization of H(x), which

can be represented using a factor graph [18]. This is typically done by drawing n nodes

representing the variables x1 through xn, andm nodes representing the parity check equations

h1 through hm; and drawing an edge between a variable node xi and a parity check node hj

whenever hj is a function of xi. An example LDPC factor graph is depicted in Fig. 2.1.

The factor graph representation permits the use of the Sum-Product Algorithm (SPA) for

decoding. Since the factor graph of the LDPC code contains cycles, SPA-based decoding is

suboptimal, but it has the dual advantages of reasonable complexity and good performance

in terms of bit error rate. Under the SPA, messages are passed along edges, and are functions

of the variable incident to the edge; while message calculations are performed at each node.

In an LDPC factor graph, the messages are probabilities of the incident variable xi, and thus

are conventionally represented as log-likelihood ratios:

M(xi) := log
Pr(xi = 0)

Pr(xi = 1)
.

At a parity check node, noting that µj is the vector of indices for those variables incident to

the jth parity check node, and letting xd ∈ µj be the destination node for the message, the
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message calculation is given by

M(xd) = 2 arctanh

 ∏
i∈[µj\xd]

tanh

(
M(xi)

2

) . (2.4)

Meanwhile, at a variable node, letting υi be the vector of indices for those variables incident

to the jth variable node, and again letting xd be the destination node, the message calculation

is given by

M(xd) = C +
∑

i∈[υj\xd]

M(xi), (2.5)

where C represents the channel (or intrinsic) information. Both the calculation in (2.4) and

(2.5) must be performed with the variable attached to each incident edge as the destination

node. We will leave the discussion of message-passing schedules to Section 2.4.

2.2 Markov-modulated channels

In Chapter 1, we introduced the concept of a channel with memory, as a channel whose be-

havior is dependent on an underlying and persistent channel state. In one common scenario,

a particular memoryless channel model, such as the additive Gaussian channel or binary

symmetric channel, could have a channel parameter that is dependent on a hidden random

variable, which plays the part of the channel state. For example, the wireless fading channel

can be thought of as a Gaussian channel whose signal-to-noise ratio changes slowly with

time.

For some memoryless channel with parameter θ ∈ Θ and channel output y ∈ Y , the

conditional channel PDF given an input x ∈ {0, 1} can be written

fy(y | x; θ),

where the expression is a PMF if Y is discrete. Suppose there exists a random variable

s ∈ S, called the channel state, where S := {σ1, σ2, · · · , σ|S|} is a discrete set of channel

behaviors. Let g : S → Θ be a function mapping behaviors to channel parameters, and let

n := {θ1, θ2, · · · , θ|S|} be the vector of parameters corresponding to the behaviors, so that
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g(σi) := θi. We may then write

fy(y | x, s = σi) := fy(y | x; θi).

Thus, we can say that the memoryless channel is modulated by the random variable s.

The Markov-modulated channel is a channel model that generalizes memoryless channels

by making the channel state equal to the state of a hidden Markov chain. Formally, suppose

the channel state s is an element of a Markov chain. Consider a Markov chain of length n,

with a hidden vector s ∈ Sn+1 of channel states, a hidden vector x ∈ {0, 1}n of transmitted

symbols, and a vector y ∈ Yn of observations. (For ease of representation, we include an

extra state sn+1 at the end of the Markov state process, which has no effect on the system.)

Given a state transition probability matrix P, the PMF of the channel state process can be

written

Pr(s) = Pr(s1)
n∏

i=1

Pr(si+1 | si),

where the values of Pr(si+1 | si) are obtained from P. Furthermore, a channel use occurs at

each time instant, and the channel state affects the channel output probability through a

conditional PDF fyi
(yi | xi, si) for each si ∈ S. Thus, we may write

Pr(y, s | x) = Pr(s1)
n∏

i=1

Pr(si+1 | si)fyi
(yi | xi, si). (2.6)

A Markov-modulated channel with a given underlying memoryless channel is parameterized

by the channel transition probability matrix P and the parameter vector n. Thus, if c

is a point in the parameter space of a certain Markov-modulated channel, we can write

c = (P,n).

From the above, Markov-modulated channels have two important properties:

• The members of the channel input vector y are conditionally independent given the

channel state vector s. Once s is known, the members of y are governed by the

underlying memoryless channel.

• The channel state vector s is independent of the transmitted symbol vector x (i.e., the

memory is data-independent). This distinguishes Markov-modulated channels from

other channels with memory, such as partial response channels.
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We conclude this section with some examples of Markov-modulated channels. The first

two examples are practical channels that will be used in the remainder of the thesis; the other

examples are included to demonstrate the versatility of the Markov-modulated concept.

Example 2.1 (Markov-modulated binary symmetric channel) In a Markov-modulated

binary symmetric channel (MMBSC), the underlying memoryless channel is the binary sym-

metric channel, parameterized by the inversion probability η. For some vector n = {η1, η2, · · · , η|S|}

of inversion probabilities, the conditional channel PMF is given by

Pr(y | x, s = σi) =

 1− ηi, x = y;

ηi, x 6= y

An example of the MMBSC is the Gilbert-Elliott channel, described in Section 2.3.

Example 2.2 (Markov-modulated Gaussian channel) In a Markov-modulated Gaus-

sian channel (MMGC), the underlying memoryless channel is the Gaussian channel, pa-

rameterized by the noise variance ν2. Given some vector n = {ν2
1 , ν

2
2 , · · · , ν2

|S|} of noise

variances, and letting x̂ := 1− 2x, the conditional channel PDF is given by

fy(y | x, s = σi) =
1√
2πν2

i

exp

(
(y − x̂)2

2ν2
i

)
.

Example 2.3 (Markov-modulated Cauchy channel) This channel is identical to the

MMGC, though the underlying density is Cauchy, rather than Gaussian. Given some vector

n = {v1, v2, · · · , v2
|S|} of Cauchy scale parameters, and letting x̂ := 1 − 2x, the conditional

channel PDF is given by

fy(y | x, s = σi) =
1

viπ((y − x̂)/vi)2)

We include this as a generalization of the Cauchy channel which Richardson discussed in

[27].

Example 2.4 (Markov-modulated Z channel) The Z channel is a binary-input, binary-

output channel in which only one of the two input letters is inverted – for instance, an

input 0 may be inverted with probability p, while an input 1 may never be inverted. The

Z channel is parameterized by the pair (z, p), where z ∈ {0, 1} is the input letter that is
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inverted, and p is the inversion probability. A Markov-modulated Z channel could operate

similarly to an MMBSC, by varying the inversion probabilities, but consider the scenario

where n = {(0, p), (1, p)}. In other words, the inversion probability stays the same, but the

identity of the inverted letter changes from time to time. This might represent a block of bad

memory with random “stuck-at” faults, where the faults are grouped into regions where some

bits may get stuck at 1, and others get stuck at 0.

Note that the above examples could be discussed without referring to any property of the

underlying Markov chain, except the number of states. Thus, any properties of a Markov-

modulated channel that are dependent only on the Markov chain will hold for any of the

above examples.

2.3 Gilbert-Elliott Channel

As mentioned in Chapter 1, the Gilbert-Elliott (GE) channel [35] was one of the earliest

proposed channels with memory, and remains a classical channel model with widespread

applications. The GE channel will be used extensively in this thesis, and has particular

notation in the literature which is distinct from the Markov-modulated channel notation.

We define the channel and introduce the new notation in this section.

As pointed out in Example 2.1, the GE channel is a Markov-modulated binary symmetric

channel, and thus can be described by y = x ⊕ z, where x ∈ {0, 1}n is the channel input,

z ∈ {0, 1}n is a noise sequence, y ∈ {0, 1}n is the channel output, and ⊕ represents compo-

nentwise modulo-2 addition. That is, this channel is an MMBSC with two states, as shown

in Figure 2.2.

The hidden Markov chain underlying the channel has two states, with state alphabet

S := {B,G}, where the state labeled B is sometimes called the bad state, and G is sometimes

called the good state. As in an MMBSC, each state is assigned an inversion probability, so

that

Pr(zi = 1 | si) :=

 ηB, si = B;

ηG, si = G.
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Figure 2.2: A schematic diagram of the Gilbert-Elliott channel.

The entries of the state transition probability matrix P are labeled so that

P :=

 1− g g

b 1− b

 ,
that is, g is the transition probability from state B to state G, and b is the transition

probability in the reverse direction, from state G to state B. Thus, the channel is completely

parameterized by the 4-tuple (b, g, ηB, ηG). The set of such 4-tuples where 0 < (b, g) < 1 and

0 ≤ ηG < ηB ≤ 1 is the set of valid GE parameters, and is given the symbol G.

2.4 Estimation-Decoding algorithms

In Section 2.1, we outlined the calculations required in an LDPC decoding algorithm for

memoryless channels, which was based on the SPA. In this section, we firstly give the factor

graph of the estimation-decoding system. We subsequently present a variant of the SPA-

based decoding algorithm that performs LDPC estimation-decoding in a general Markov-

modulated channel.

The SPA is a natural method for implementing an estimation-decoding algorithm. In
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Figure 2.3: A factor graph representing a Markov-modulated channel.

a memoryless channel, the channel message contributes an a posteriori probability of a

codeword symbol given the channel observation of that symbol. In a channel with memory,

we would like to have an a posteriori probability of a codeword symbol given the channel

observation of not only that symbol, but also the auxiliary observations made to estimate

the channel at that time. Since one of the applications of the SPA is to calculate a posteriori

probabilities of given variables in a PMF, we can easily use the SPA in an estimation-decoding

algorithm for LDPC decoding in Markov-modulated channels.

2.4.1 Factor graph representation

The factor graph representation of a Markov-modulated channel’s PMF can be obtained

from (2.6), a section of which is shown in Fig. 2.3. Comparing this figure to Fig. 2.1, it is

easy to see that the two factor graphs share the transmitted symbol nodes x. In fact, the

model in (2.6) is missing a prior density on x, which is provided by the codeword indicator

function H(x) from (2.3), so long as H(x) is normalized to make each LDPC codeword

equiprobable. Thus, (2.6) becomes

Pr(y, s,x) = KPr(s1)
n∏

i=1

Pr(si+1 | si)fyi
(yi | xi, si)

m∏
j=1

hj(xj), (2.7)

where K is the normalization constant for H(x), and where hj(xj) is a parity check function

defined in Section 2.1.
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Figure 2.4: The Markov-LDPC factor graph.

The factor graph for the in (2.7) can be easily obtained, and a section of this factor

graph is shown in Fig. 2.4. This system is called the Markov-LDPC factor graph. We refer

to the Markov chain as being the Markov subgraph, while the nodes in the LDPC subgraph,

including the transmitted symbols, are referred to as the LDPC subgraph. For clarity, factor

nodes and variable nodes in the Markov subgraph are referred to as channel factor nodes

and state variable nodes, respectively, while factor nodes and variable nodes in the LDPC

subgraph are referred to as parity check nodes and symbol variable nodes, respectively. Note

the distinct representations of each type of node in Fig. 2.4.

2.4.2 SPA-based Estimation-Decoding Algorithm

In this section we adapt the SPA-based decoding algorithm for LDPC codes to a general

estimation-decoding scenario for Markov-modulated channels. We firstly describe the differ-

ent calculations that occur at each node, and subsequently we give some common message

passing schedules over the graph.
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Message Definition

The two messages described in Chapter 2 for the LDPC subgraph - messages from symbol

variable nodes to parity check nodes and vice versa - are now joined by four new messages,

depicted in Fig. 2.5:

• The forward message, represented by α, passed from a channel factor node to a state

variable node, carries channel state information from all previous channel observations

(i.e., forward in time).

• The backward message, represented by β, passed from a channel factor node to a state

variable node, carries channel state information from all future channel observations

(i.e., backward in time).

• The channel message, represented by ζ, passed from a channel factor node to a symbol

variable node, carries the belief of the value of that symbol based on all available

channel state information.

• The extrinsic message, represented by χ, passed from a symbol variable node to a

channel factor node, carries the belief of the value of that symbol from all sources

other than the channel, to help in learning the channel state.

Messages are also passed from state variable nodes to channel factor nodes. However, since

the state variable nodes of interest all have degree 2, the output messages are always the

same as the input messages.

Under the general formulation of the SPA, when we pass a message from a factor to a

variable, we are in fact passing a function of the destination variable. Similarly, when we pass

a message from a variable to a factor, we are in fact passing a function of the origin variable.

These functions represent marginalized potentials, which are possibly but not necessarily

probability functions.

Message Calculation

As discussed in Section 2.1, the convention in the LDPC subgraph is to represent messages

as log-likelihood ratios, which preserve all the information in the function. Thus, ζ and χ
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xi

χ

α αββ

ζ

Figure 2.5: A depiction of the message flow through the Markov subgraph.

will also be represented as log-likelihood ratios, since they interact directly with the LDPC

subgraph. In calculating the estimation-decoding algorithm, we will need the probabilistic

form of χ, written Pr(x | χ). This is given by

Pr(x | χ) =

 1
2

+ 1
2
tanh χ

2
, x = 0;

1
2
− 1

2
tanh χ

2
, x = 1.

(2.8)

Meanwhile, α and β will be passed as |S|-dimensional vectors of potentials, since they are

functions of s ∈ S. We can also write these in functional form as α(s), where α : S → [0, 1],

and β(s), where β : S → [0, 1]. These functions operate by returning the appropriate element

of the vector for the state s; for example, α(σi) would return the ith element of the message

vector α.

The calculations of these messages can then be described as follows:

• The forward message, α(si+1). From Fig. 2.6, α(si+1) is a function of the extrinsic

message χ and the input forward message, designated α−(si). The function at the

channel factor node is

fy(yi | xi, si)Pr(si+1 | si), (2.9)

noting that yi is observed, and is therefore constant in the calculation. Including the

input messages in (2.9), with some rearrangement, the SPA calculation is given by

α(si+1) =
∑
si∈S

Pr(si+1 | si)α
−(si)

∑
xi∈{0,1}

Pr(xi | χ)fyi
(yi | xi, si). (2.10)
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Figure 2.6: A depiction of the calculation of each message in the Markov subgraph.

The summation over si in (2.10) suggests a matrix multiplication. Using the vector

form of the forward message, where the input and output messages are given by α−

and α, respectively, (2.10) may be rewritten

α = kPTEiα
−, (2.11)

where the superscript T represents transposition, Ei is a diagonal matrix, in which
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the jth diagonal entry is given by Ejj,i :=
∑

xi∈{0,1} Pr(xi | χ)fyi
(yi | xi, si = σj), and k

is an optional normalization constant, which may be used to force
∑

j α(σj) = 1.

• The backward message, β(si). From Fig. 2.6, β(si) is a function of the input

extrinsic message, χ, and the input backward message, designated β−(si+1). The

calculation is directly analogous to the forward message case, with

β(si) =
∑

si+1∈S

Pr(si+1 | si)β
−(si+1)

∑
xi+1∈{0,1}

Pr(xi+1 | χ)fyi+1
(yi+1 | xi+1, si+1). (2.12)

Again, a matrix representation of (2.12) exists, and is given by

β = kEi+1Pβ
−, (2.13)

where k is an optional normalization constant.

• The channel message, ζ. From Fig. 2.6, ζ is calculated from the input forward

message α, and the input backward message β, and expresses a probability of xi given

the channel information. Similarly to the previous two cases, we can determine from

the SPA that

Pr(xi | α, β) =
∑
si∈S

∑
si+1∈S

fyi
(yi | xi = 0, si)Pr(si+1 | si)α(si)β(si+1).

Again, there exists a matrix representation of this expression. Letting N(xi) be a

diagonal matrix where Njj(xi) := fyi
(yi | xi, si = σj), we have

Pr(xi | α, β) = αTN(xi)Pβ.

Since ζ is used by the LDPC subgraph, this quantity must be a log-likelihood ratio, so

we write

ζ := log
Pr(xi = 0 | α, β)

Pr(xi = 1 | α, β)
= log

αTN(xi = 0)Pβ

αTN(xi = 1)Pβ
. (2.14)

• The extrinsic message, χ. The extrinsic message is calculated at a symbol variable

node, and hence is calculated in the same manner as a message at any variable node

in the LDPC subgraph, which was described in (2.5). However, note that the channel
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message is not included in the sum, as it is the edge to the Markov factor graph along

which the message is being passed. Thus, (2.5) becomes

χ(xd) =
∑
i∈υj

M(xi).

Message Passing Schedule

To complete our discussion of estimation-decoding algorithms, we briefly describe message-

passing schedules, which define the order in which the messages are calculated and passed

in the factor graph. In Chapters 3 and 5, we will primarily use the following schedule:

Standard Message Passing Schedule. Divide the set of nodes in the factor graph into the

set of factor nodes (i.e., parity checks and channel factors), and the set of variable nodes (i.e.,

symbol variables and channel states). A full iteration proceeds in two steps: first perform

the SPA at each factor node, and pass the appropriate messages to each attached variable

node. Then perform the SPA at each variable node, and pass the appropriate messages to

each attached factor node.

This can be thought of as a “naive” schedule, which gives equal time to all nodes and

variables, without paying any attention to optimization. As an alternative, [47] proposes a

schedule for ISI channels in which one iteration of channel estimation is followed by K > 1

iterations of LDPC decoding. Other schedules will be discussed in Chapter 4.



Chapter 3

Analysis of LDPC Decoding in the

Gilbert-Elliott Channel

3.1 Introduction

In the previous chapter, we gave a general algorithm for joint estimation-decoding of LDPC

codes in Markov-modulated channels. We noted in Chapter 1 that the performance of

estimation-decoding has found to be excellent by empirical methods. However, there has been

no attempt to analytically determine the performance of this algorithm. Density evolution

(DE) addresses this problem in memoryless channels, while channel memory can be destroyed

to produce a corresponding memoryless channel, which can be analyzed using DE. Thus, a

necessary step in comparing the performance gain expected from estimation-decoding would

be to adapt DE analysis to these systems. This is precisely the approach we take in this

chapter.

However, we want more than to determine the performance of a particular LDPC code in

a particular channel. In any practical system containing a particular LDPC code, the system

designer will want to know in which channels the code will work, and in which channels it

will fail. Thus, we ideally want to efficiently determine the performance of that LDPC code

in every Markov-modulated channel, so that we can be assured of the versatility of the

proposed code. We refer to this task as characterizing the parameter space. DE can only

26
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determine the performance of LDPC decoding in a channel for a specific value of the channel

parameters (i.e., at a “point” in the parameter space), with no indication of the performance

at surrounding points. The problem of characterizing a parameter space then boils down to

“probing” the space using DE at points spaced at regular intervals.

In memoryless channels, probing is not an arduous task, since most of these channels

are described by a single parameter (such as the additive Gaussian channel, described by

SNR, or the binary symmetric channel, described by inversion probability). Furthermore,

this parameter normally has the property of monotonicity [22]. For example, in a binary

symmetric channel parameterized by the inversion probability η, monotonicity implies that

channels with greater η always have higher probability of error under LDPC decoding than

channels with smaller η.

By contrast, Markov-modulated channels have multidimensional parameter spaces, where

the number of dimensions can be very large. If a given channel has a k-dimensional param-

eter space, and characterizing a dimension requires determining the performance of LDPC

decoding at j points using DE, then the complexity of characterizing the space is O(jk)

times the (considerable) complexity of determining a point using DE. This curse of dimen-

sionality is a serious impediment to the efficient characterization of the parameter space for

Markov-modulated channels.

In this chapter, we both derive density evolution for the Gilbert-Elliott channel, and

obtain theoretical results for efficiently characterizing its parameter space. Our characteri-

zation results are useful in three of the four dimensions of the GE parameter space, and lead

to a straightforward geometric interpretation of DE results. Our objectives are:

• to make DE analysis feasible in a channel with memory, by providing an efficient means

of characterizing the parameter space; and

• to show that joint estimation-decoding in the GE channel is a quantifiably good strategy

under a wide range of parameters.

The contributions of this chapter include the following results. We prove in Section 3.2 that

density evolution analysis is applicable to GE channels by showing the necessary conditions

are satisfied. In Section 3.3, we state several theorems which characterize the space of
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GE channel parameters, showing that any point known to converge to sufficiently small

probability of error implies a region of convergence in the parameter space, generalizing the

notion of thresholds from [22]. In Section 3.4, we derive the density evolution algorithm for

the GE channel. In Section 3.5, we provide results from the DE algorithm demonstrating

the partitioning of GE channel parameters into regions of convergence, non-convergence, and

uncertain convergence. The regions of convergence are shown to be significantly larger than

the regions of converging parameters under the assumption of perfect interleaving (i.e., the

assumption that all channel memory is destroyed).

3.2 Prerequisites for Density Evolution

The GE channel was defined in Section 2.3, and a general estimation-decoding algorithm

for Markov-modulated channels was given in Section 2.4. In this section, we show that this

decoder satisfies the necessary conditions for DE analysis. Two conditions are required of a

decoder for the efficient application of DE analysis: cycle-free local neighborhoods and sym-

metry, each of which is outlined below. We leave discussion of the concentration theorem [22]

to future work, since this theorem is not required to show that the symbol error probability

approaches zero for a regular LDPC code.

For all of our results in this chapter, we assume that the Markov chain is already in steady

state, or equivalently that the initial state is chosen with probability equal to the steady state

marginal probabilities. It is straightforward to show that the steady state probabilities for

the channel states are given by

Pr(si) =

 b/(b+ g), si = B;

g/(b+ g), si = G.

Thus, the average inversion probability for the channel is given by

η̄ =
bηB + gηG

b+ g
. (3.1)

The quantity in (3.1) is the inversion probability of the corresponding memoryless BSC,

formed by destroying the channel memory in the GE through interleaving.
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3.2.1 Cycle-Free Local Neighborhoods

We are interested in subgraphs of the GE-LDPC factor graph that contain only those nodes

and edges involved in the calculation of a message along an edge e after a given number of

iterations – we will refer to such a subgraph as the directed local neighborhood of e. In order

to define this subgraph, an appropriate message-passing subgraph must be specified; we use

the standard message-passing schedule from Section 2.4.

A path through a factor graph is a sequence of adjacent edges and nodes. Formally, the

directed local neighborhood N d
~e of depth d for an edge e connecting a parity-check node h

and a symbol variable node x is defined as the graph including all nodes and edges traversed

by all paths containing d edges and originating at variable node x such that e is not the first

edge traversed by any such path – we will say that e is the apex of the local neighborhood.

We use the notation Md
~e if the starting direction of the edge e is reversed, i.e., Md

~e is the

set traversed by all paths of length ` originating at parity-check node h such that e is not

the first edge traversed. These two types of local neighborhoods are depicted in Fig. 3.1.

From the message-passing schedule, it is easy to see that N 2`
~e is the set of nodes and edges

involved in the calculation of the message passed from a variable node to a factor node along

e after ` iterations.

We require that the directed local neighborhood of an edge be cycle-free to some fixed

depth 2` with Pr → 1 as the block length n → ∞, which is necessary to preserve the

independence of messages passed within the graph. To show this, the stochastic properties

LDPC subgraph must be defined. Let the ensemble of LDPC subgraphs be identical to the

defined ensemble in [22], as follows. Let k be the number of sockets (i.e., connection points

for an edge) in both the set of symbol variable nodes and the set of parity-check nodes.

Since the LDPC graph is bipartite, the number of sockets is the same in both sets. Labeling

the symbol variable and parity-check node sockets from 1 to k, we obtain a permutation π

on k letters at random, uniformly from all such permutations. Finally, we draw edges from

symbol variable socket i to parity-check socket π(i).

Using this ensemble, it is known that the LDPC subgraph satisfies the cycle-free property,

and the GE-LDPC graph can be shown to satisfy the property as well. Although this result
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N `
~e M`

~e

Edge e Edge e

Figure 3.1: The two types of local neighborhoods for an edge e. In these depictions, the variables

and factors may be from either the LDPC or the Markov subgraph.

and its proof are similar to the claim and proof that the LDPC local neighborhoods are

cycle-free, given in [22], we include these results because of the importance of cycle-free local

neighborhoods in our later exposition.

Theorem 3.1 Pr[N 2`
~e is cycle free] → 1 for constant ` as n→∞.

Proof: Here we present a sketch of the proof; a rigorous proof can be obtained by

following the arguments from Appendix A in [22]. First, calculate Pr[N 2j
~e is cycle-free

| N 2j−2
~e is cycle-free] for some j ≤ `. Let Uj and Vj represent the number of variables and

factors, respectively, in a local neighborhood N 2j
~e . A loop is formed: 1) if a parity-check

node is selected twice, or 2) if the time index of a symbol variable node is within a certain

distance of an already selected node (because the Markov factor graphs will join as the graph

is further constructed). Under the second condition, if a symbol variable is selected, then at

most 2` symbol variables are forbidden in order to prevent cycles.
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Following [22], it is straightforward to show that

Pr
[
N 2j

~e is cycle free | N 2j−2
~e is cycle free

]
≥
(

1− (dc/dv)V`

n

)Vj−Vj−1
(

1− 2`U`

n

)Uj−Uj−1

and taking the product of these conditional densities from j = 1 to `,

Pr
[
N 2j

~e is cycle free
]
≥
(

1− (dc/dv)V`

n

)V`
(

1− 2`U`

n

)U`

.

Since U` is constant with respect to n, Pr[N 2j
~e is cycle-free] → 1 as n→∞.

An example Markov-LDPC local neighborhood is given in Figure 3.2.

This result also has implications for the independence assumption under density evolution

[27]. For some codeword x ∈ C, let d(xi, xj) := |i− j| be the difference in subscript between

two symbols from x. In defining the channel we assumed that symbols are transmitted in

order of subscript, so d(xi, xj) measures the separation of two symbols in time. Suppose xi

is in a particular local neighborhood N 2`
~e . As a consequence of Theorem 3.1, the probability

that no symbol variable nodes xj are selected such that d(xi, xj) < 2` is bounded below by

(1 − 2`U`/n)U` , which approaches 1 as n → ∞, since U` is constant with respect to n. We

could also write (1−2d(xi, xj)U`/n)U` → 1 as n→∞, so long as d(xi, xj)/n→ 0 as n→∞.

In other words, as long as d(xi, xj)/n → 0, the probability that two variables in a local

neighborhood have subscripts that differ by d(xi, xj) approaches 1 in the limit of long block

length. In particular, if we replace d(xi, xj) with log n, then as n→∞, the probability that

d(xi, xj) <∞ for any {i, j} ∈ N 2`
~e approaches 0. Since the subscripts of symbol variables in

the local neighborhood are therefore arbitrarily far apart with Pr → 1, the state sequences

contributing to the channel message each symbol variable may be assumed to be independent.

3.2.2 Symmetry

The symmetry property implies that the performance of the decoder is independent of the

transmitted codeword. This dramatically reduces the complexity of calculating DE, in that

it allows us to fix the decoder with the simplest codeword for calculating DE – in most

cases, the all-zero codeword – with the guarantee that all codewords will perform identically.

Having established above that the local neighborhood is a tree with Pr → 1 as n → ∞, we
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Figure 3.2: An example Markov-LDPC local neighborhood.

will show the symmetry property for the decoder represented by these trees. In particular,

we need only establish the symmetry condition on messages passed from the GE subgraph

to the LDPC subgraph (which we call the channel message), since if these are symmetric,

all messages passed within the LDPC subgraph are also symmetric [27].

Formally, a message density fx(x) for a log-likelihood ratio message x is symmetric if

fx(x) = exfx(−x) (3.2)

under the assumption that the all-zero codeword was transmitted [27]. One useful property
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of a symmetric distribution is that symmetry is preserved under marginalization, since if

some conditional distribution fx(x | w) is symmetric with respect to x for all w, then∫
w

fx(x | w)fw(w)dw = ex

∫
w

fx(−x | w)fw(w)dw (3.3)

which reduces immediately to (3.2).

Let N 2`
~e be a local neighborhood, and let a channel message ζ be passed along some edge

f ∈ N 2`
~e from a state factor node to a symbol variable node. Then we have the following

result:

Theorem 3.2 Consider any factor graph representing a binary-output channel in which N 2`
~e

is cycle-free. Then for any channel message ζ passed from a state factor node to a symbol

variable node in N 2`
~e , fζ(ζ) = eζfζ(−ζ).

Proof: The set of nodes that contribute to the channel message along f itself forms a

local neighborhood M¯̀
~f

(where ¯̀≤ 2` is the depth of the new local neighborhood), which

is a subgraph of N 2`
~e . Each channel factor node is associated with a channel observation yi.

Define yf as the subset of observations associated with all channel factor nodes contained

within M¯̀
~f
. Furthermore, let yf represent the single observation associated with the channel

factor node attached to edge f , and let the set yf\{yf} be the set of observations in M¯̀
~f

except yf . Given yf , the message ζ is clearly deterministic. However, given yf\{yf}, the

message ζ has only two possible values (since yf ∈ {0, 1}), so its density (under the condition

of an all-zero codeword) is

fζ(ζ | yf\{yf}) =

Pr(yf = 0 | yf\{yf})δ(ζ − k0)

+ Pr(yk = 1 | yf\{yf})δ(ζ − k1) (3.4)

where δ(·) represents the Dirac delta function, and where k0 and k1 are the values of the

message ζ if yf = 0 and yf = 1, respectively.

Note the similarity of the density in (3.4) to a the density of a BSC channel output.

By convention, ζ is of the form of a log-likelihood ratio (LLR). The values of k0 and k1 are
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determined by the calculations of the SPA, and since M¯̀
~f

is cycle-free, the SPA calculates

exact belief propagation, so the value of k0 is

k0 = log
Pr(yf = 0 | yf\{yf})
Pr(yf = 1 | yf\{yf})

and k1 = −k0. Using minor manipulation, it is then straightforward to show that the

symmetry condition is satisfied for fζ(ζ | yf\{yf}). Since it is satisfied for the conditional

distribution in (3.4), we conclude that the marginal density fζ(ζ) also satisfies the symmetry

condition, which completes the proof.

Note that the conditions of the theorem go beyond the GE channel, and in fact are satisfied

for any Markov-modulated binary symmetric channel, among others. Since we normally

assume that N 2`
~e is cycle-free, which is true with Pr → 1 as n→∞ from Theorem 3.1, the

result in Theorem 3.2 is sufficient for the current work.

Messages passed within the GE subgraph have a complicated structure that does not

satisfy the symmetry condition in general. The symmetry condition simplified DE in the

LDPC subgraph by allowing DE to assume that every symbol variable was set to zero, so

a lack of symmetry in the GE subgraph implies that each possible channel state sequence

must be considered separately. Fortunately, this does not pose an undue burden. In Chapter

4, it is shown that the channel state messages form a Markov process, so the complexity

scales with the size of the state space, which is relatively small. This property follows from

the calculation of the channel state messages incident to a channel factor node, which we

discussed in Section 2.4. In the derivation of the DE algorithm, an intermediate step in the

calculation of each message is the conditioning of that message on both possible values of

the state, which also simplifies the subsequent marginalization operations.

3.3 Analysis of GE-LDPC Decoding

In Section 3.2 we established that the requirements of density evolution are satisfied by

GE-LDPC decoders. In this section we present the main contribution of our work: char-

acterization of a 3-dimensional convergence region induced by convergent points in the GE

parameter space. (Since the GE parameter space is 4-dimensional, ideally we would like a
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4-dimensional characterization; a result for the remaining dimension is a subject of active

research.)

Our results in this section give rigor (at least in the case of LDPC decoding) to some

common intuitions concerning channels with memory, namely:

• All else being equal, a channel where all state inversion probabilities are small has

lower error probability than a channel where all state inversion probabilities are large.

(This result follows from the technique of BSC concatenation.)

• For the same average (stationary) inversion probability, an MMBSC with larger con-

trast between state inversion probabilities has lower error probability than one with

smaller contrast, because the states will be easier to distinguish. (This result follows

from the technique of state scrambling.)

• For the same state inversion probabilities, a channel with longer channel memory (that

is, more persistent states) has lower error probability than a channel with shorter

channel memory, because there will be more time to learn the state. (This result

follows from the technique of segmentation.)

We also introduce some notation in this section. Let Perr represent a probability of

error, and let Perr[`] represent the probability of symbol error for the factor graph decoder

represented by the cycle-free local neighborhood N 2`
~e , where e is an edge from a symbol

variable node to a parity-check node (that is, for a sufficiently long code, Perr[`] is the a

posteriori probability of symbol error after the `th iteration of GE-LDPC decoding). To

designate this quantity for a specific point c := (b, g, ηB, ηG) in the GE parameter space, we

write either Perr[`](b, g, ηB, ηG) or Perr[`](c).

3.3.1 Side Information

Analysis of decoders using DE depends only on the structure of the local neighborhood, N 2`
~e .

Furthermore, using the subset y
(`)
e of observations associated with this subgraph, e connects

a symbol variable node to a parity-check node. It is straightforward to show that the SPA

over the factor graph N 2`
~e calculates Pr(x | y(`)

e ), where x is the symbol attached to edge
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e. Therefore this system implements the optimal (maximum a posteriori) detector for x, so

long as N 2`
~e is cycle-free (which in the sequel we assume to be true).

For some observation z ∈ Z of x ∈ {0, 1}, let Dx(z) : Z → {0, 1} be the detector function

which minimizes probability of error given an observation in Z. Our general approach in

the sequel will be to take two GE channels, c and c∗, with different parameters, and show

that the local neighborhood for c can be constructed from the local neighborhood for c∗

and some side information, h. Since the cycle-free local neighborhood N 2`
~e represents the

optimal decoder up to depth 2` for the symbol x, the deletion of h cannot improve the

probability of error, so we can order the probabilities of error under c and c∗. We formalize

the consequences of deleting side information with the following straightforward lemma:

Lemma 3.1 (Side Information) Let h ∈ Ωh and y ∈ Ωy be random variables dependent

on x ∈ {0, 1}. Then Perr(Dx(h, y)) ≤ Perr(Dx(y)).

Proof: Define D̂(h, y) = D(y) for all h and y, such that D̂(h, y) is trivially a function of

h. Since D(h, y) is the detector which minimizes Perr as a function of h and y, then obviously

Perr(D(h, y)) ≤ Perr(D̂(h, y)), which proves the lemma.

The Side Information Lemma is a generalization of a technique used in the proof of Theorem

1 in [22], which proved monotonicity for physically degraded channels. Intuitively, the Side

Information Lemma is proved by noting that the detector can either use the side information

to lower the probability of error, or discard it to retain the same probability of error. The

following example illustrates this last statement.

Example 3.1 (Interleaved Channel) Consider a GE channel whose channel outputs are

passed through a random interleaver. Without knowledge of the interleaver, the channel is

clearly equivalent to a BSC, since the memory in the channel is destroyed. However, with

side information consisting of the permutation inside the interleaver, the interleaving can be

reversed, and the channel is once again a GE channel. Furthermore, the added knowledge of

the permutation can only improve the probability of error. Thus, the optimal detector with

knowledge of the permutation (which is the optimal detector for the GE channel) must have a

probability of error no greater than the optimal detector without knowledge of the permutation
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(which is the same as the optimal detector for the BSC, since an interleaved GE channel is

a BSC).

As our first result from the Side Information Lemma, and to give a flavor of its use, we

give the following useful results that Perr[`] is monotonically nonincreasing with `, and that

its limit exists, generalizing the result from [27, Thm 7] to the GE-LDPC case:

Theorem 3.3 For any integer ` ≥ 1 and any GE channel c ∈ G:

• Perr[`](c) ≥ Perr[`+ 1](c), and

• lim`→∞ Perr[`](c) exists and is finite.

Proof: To prove the first statement, let y
(`)
e represent the observations in N 2`

~e , and

let y
(`+1)
e represent the observations in N 2`+2

~e , both of which are assumed to be cycle-free.

Note that Perr[`](c) is the probability of error for the optimal decoder for y
(`)
e . Furthermore,

under iterative decoding, clearly y
(`)
e ⊆ y

(`+1)
e . Since Perr[`+ 1](c) is the probability of error

for the optimal decoder for y
(`+1)
e , which contains y

(`)
e and possibly some extra observations,

discarding those extra observations cannot decrease the probability of error, so Perr[`](c) ≥

Perr[`+ 1](c).1

To prove the second statement, the sequence Perr[`](c) is bounded between 0 and 1 for all

` (by the definition of probability), and is nonincreasing in ` (by the first statement). Thus,

a finite limit must exist.

Practically, when an LDPC code over a given channel c is analyzed with DE, the result

may be that Perr[`](c) approaches zero to within the precision of a computer representation. A

system designer is normally only interested in whether the probability of error is below some

very small but acceptable value (say, 10−15, which is comparable to the limits of machine

precision). In such a system, let ε be the maximum acceptable error probability, and let

E represent the set of real numbers on the interval [0, ε]. We will write Perr[`](c) → ε to

signify that lim`→∞ Perr[`](c) ∈ E , while from Theorem 3.3, we know that Perr[`](c) ≤ ε for

some ` implies that Perr[`](c) → ε, which guarantees convergence. Conversely, the system

1In a lecture on density evolution [56], Richardson presented a similar argument to form an alternative

proof of [27, Thm 7]. The authors could find no other reference to this proof in the literature.
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designer may have some maximum number of iterations in mind, designated ˆ̀. We will write

Perr[ˆ̀](c) > ε to mean that the probability of error after the maximum number of iterations

is too high. Perr[ˆ̀](c) > ε is necessary, but not sufficient, for lim`→∞ Perr[`](c) > ε.

3.3.2 BSC Concatenation

Our first result arises from the observation that a GE channel concatenated with a BSC

results in a different GE channel. Consider a GE channel with parameters (b, g, ηB, ηG) ∈ G,

whose output is passed through a BSC with parameter ε. Since the BSC is independent

of the channel state sequence, the state transition probabilities are unchanged, so from the

above the output is a GE channel with different inversion probabilities.

Intuitively, concatenating a GE channel with a BSC should increase the probability of

error. For a given channel c ∈ G, there will be a set of channels in G that result from

the concatenation of c with a BSC; there will also be a set of channels in G that, when

concatenated with a particular BSC, result in c. We will argue that any channel in the

former set has higher Perr than c under LDPC decoding, while any channel in the latter set

has lower Perr than c.

Formally, define the function B : G × [0, 1/2] → G so that B(c, α) returns the channel

that results from concatenating c with a BSC having parameter α. The set ac (the former

set from the intuitive discussion) is defined as

ac := {u : u ∈ G,∃α B(c, α) = u} ,

while the set bc (the latter set from the intuitive discussion) is defined as

bc := {u : u ∈ G,∃α B(u, α) = c} .

The following lemma relates c geometrically to the channels in ac and bc:

Lemma 3.2 Let c = (b, g, ηB, ηG) ∈ G represent a GE channel, and let ac and bc be defined

as above. Then:

• For constant (b, g), ac consists of all u = (b, g, η∗B, η
∗
G) satisfying

η∗G = η∗B
1− 2ηG

1− 2ηB

− ηB − ηG

1− 2ηB

, (3.5)
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where η∗B ≥ ηB and η∗G ≥ ηG, and

• For constant (b, g), bc consists of all u = (b, g, η∗B, η
∗
G) satisfying (3.5), where η∗B ≤ ηB

and η∗G ≤ ηG.

Proof: Consider the first part of the lemma. If u is formed by concatenating c with a

BSC having parameter α, then η∗B = ηB(1−α) + (1− ηB)α and η∗G = ηG(1−α) + (1− ηG)α.

Solving both equations for α and minor manipulation leads to (3.5). The first part then

follows by observing that α ∈ [0, 1/2] implies that η∗B ≥ ηB and η∗G ≥ ηG.

In the second part of the lemma, c is formed by concatenating u with a BSC having

parameter α. Now, ηB = η∗B(1 − α) + (1 − η∗B)α and ηG = η∗G(1 − α) + (1 − η∗G)α. Again,

solving for α leads to (3.5), though in this case, α ∈ [0, 1/2] implies that η∗B ≤ ηB and

η∗G ≤ ηG.

The importance of Lemma 3.2 is to give a geometric interpretation to ac and bc. If b

and g are fixed, the set of possible values of ηB and ηG can be represented on a plane, and

the line segments representing ac and bc can be plotted on this plane using (3.5). The line

represented by (3.5) passes through c, and the segments of this line described in each part

of the lemma terminate at c. For ease of visualization, it is easy to show that this line also

passes through (ηB, ηG) = (1/2, 1/2) for any c.

Side information consisting of the BSC noise sequence allows the original channel to be

restored. This observation leads directly to the following theorem:

Theorem 3.4 (BSC Concatenation) Let (b, g, ηB, ηG) be a point in G for which Perr[`] →

ε. Then all points along the line segment satisfying (3.5), where η∗B ≤ ηB and η∗G ≤ ηG, also

converge to Perr[`] → ε.

Proof: If there exist pairs (ηB, ηG) and (η∗B, η
∗
G) such that η∗B ≤ ηB and η∗G ≤ ηG, and

lying along the given line, then from Lemma 3.2 there exists a BSC with parameter α ≥ 0

such that a GE channel with inversion probabilities (η∗B, η
∗
G) concatenated with that BSC

has inversion probabilities (ηB, ηG). Let zBSC be the noise sequence of this BSC. Furthermore

let y and y∗ be the channel outputs for the channel with inversion probabilities (ηB, ηG) and

(η∗B, η
∗
G), respectively. Knowing y and zBSC, y∗ can be easily recovered. Furthermore, since
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MMBSC
noise process

z

xh

y′h

yh

Figure 3.3: Concatenating an MMBSC with a BSC. With side knowledge of the BSC noise

sequence z, the original channel outputs yh can be recovered from the corrupted channel outputs

y′h.

zBSC is independent of y, an optimal decoder with knowledge of zBSC and y∗ is equivalent

to an optimal decoder with knowledge of y∗. Thus an optimal decoder for y with side

knowledge of zBSC is equivalent to an optimal decoder for y∗. From the side information

lemma, this is sufficient to show that Perr[`](b, g, η
∗
B, η

∗
G) ≤ Perr[`](b, g, ηB, ηG), and therefore

that if Perr[`](b, g, ηB, ηG) → ε, then Perr[`](b, g, η
∗
B, η

∗
G) → ε as well.

An illustration of the proof of this theorem is provided in Fig. 3.3. One may also say

that Perr[`](b, g, η
∗
B, η

∗
G) ≤ Perr[`](b, g, ηB, ηG) because the channel (b, g, ηB, ηG) is physically

degraded with respect to (b, g, η∗B, η
∗
G). The result in Theorem 3.4 is depicted geometrically

in Fig. 3.4.

The converse of the theorem may be stated briefly as follows: if Perr[ˆ̀] > ε for some point

(b, g, ηB, ηG), then any point (b, g, η∗B, η
∗
G) cannot have better Perr[ˆ̀] if that point was formed

by concatenating (b, g, ηB, ηG) with a BSC. Using the first part of Lemma 3.2, the following

is also correct as a consequence of Theorem 3.4:

Corollary. Let (b, g, ηB, ηG) be a point for which Perr[ˆ̀] > ε. Then Perr[ˆ̀] > ε for all

points (b, g, η∗B, η
∗
G) along the line segment satisfying (3.5) where η∗B ≥ ηB and η∗G ≥ ηG, and
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Figure 3.4: A one-dimensional region of convergence resulting from Theorem 3.4 and a point

c ∈ G for which Perr → ε.

for which (b, g) are kept constant.

3.3.3 State Scrambling

Our second result implies that for constant η̄, as defined in (3.1), increasing the difference

between ηB and ηG leads to a decrease in Perr[`]. To show this, we introduce a proof tech-

nique called state scrambling. State scrambling is similar to partial interleaving, in which
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si

s′i

ŝi

ui = 0

ui = 1

0 0 0 1 0 1 0uh

ŝh s1,h s3,h s5,h s7,hs′6,hs′4,hs2,h

Figure 3.5: The operation of the state scrambler. The independently distributed state s′i is chosen

whenever ui = 1.

a few time instants are randomly selected to be interleaved (hence destroying the channel

memory at these instants), while the remainder are left alone. Intuitively, the side infor-

mation could provide the decoder with the scrambling sequence and the permutation used

by the interleaver, which allows the operation to be inverted. However, to avoid difficult

arguments related to perfect interleaving, we in fact replace the channel state at randomly

selected instants with an independently selected state. The operation of state scrambling is

depicted in Fig. 3.5.

Consider a GE-like channel with a state sequence generated in the following manner. Let

s be a state sequence with state transition probabilities (b, g), generated as usual for a GE

channel. Let Pr(sk) represent the marginal probability of the kth element of s. Let s′ be a

scrambled state sequence with independently distributed elements, i.e.,

Pr(s′) =
n∏

k=1

Pr(s′k),

where Pr(s′k = G) = Pr(sk = G) and Pr(s′k = B) = Pr(sk = B) (i.e., the states are

independent but the marginal state probabilities are the same). Let r ∈ {0, 1}n be a random

scrambling sequence with independent Bernoulli-distributed elements. The resulting channel
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state sequence ŝ is generated from r, s, and s′ through the relation

ŝk =

 sk, rk = 0

s′k, rk = 1
.

For some point (b, g, ηB, ηG) ∈ G, we say that the state scrambler with parameter ψ is applied

to this channel if ŝ is generated such that Pr(rk = 1) = ψ and where the state transition

probabilities (b, g) are used to obtain s and s′.

We will show that applying state scrambling to a GE channel results in a different GE

channel. Our argument here is similar to our argument in the case of BSC concatenation:

given a GE channel c, there are channels which can be generated by applying state scrambling

to c, ad channels for which c can be generated by applying state scrambling with a particular

parameter value. Let R : G × [0, 1] → G be the function so that R(c, ψ) returns the channel

that results from applying state scrambling with parameter ψ to c. Similarly to the previous

section, define

cc := {u : u ∈ G,∃ψ R(c, ψ) = u} ,

and

dc := {u : u ∈ G,∃ψ R(u, ψ) = c} .

The sets cc and dc are geometrically related to c through the following lemma:

Lemma 3.3 Let c = (b, g, ηB, ηG) ∈ G represent a GE channel, let η̄ = (bηB + gηG)/(b+ g),

and let cc and dc be defined as above. Then:

• If u = R(c, ψ), then u = (b, g, ηB(1− ψ) + η̄ψ, ηG(1− ψ) + η̄ψ).

• For constant (b,g), cc consists of all u = (b, g, η∗B, η
∗
G) satisfying

η∗G = η∗B
η̄ − ηG

η̄ − ηB

− η̄(ηB − ηG)

η̄ − ηB

, (3.6)

and where ηB − ηG ≥ η∗B − η∗G.

• For constant (b,g), dc consists of all u = (b, g, η∗B, η
∗
G) satisfying (3.6), and where

ηB − ηG ≤ η∗B − η∗G.



Chapter 3: Analysis of LDPC Decoding in the Gilbert-Elliott Channel 44

Proof: To show the first part of the lemma, we show that any noise sequence gen-

erated by the scrambler has the same probability as the given GE channel. To calcu-

late the probability of a noise sequence z generated by the state scrambler, we may write

Pr(z) =
∑

s Pr(z | s)Pr(s), where Pr(z | s) =
∏

i

∑
ri,s′i

Pr(zi | si, ri, s
′
i)Pr(ri)Pr(s′i), and Pr(s)

is unchanged from the regular GE case. The inner term Pr(zi | si, ri, s
′
i) arises from the fact

that if ri = 0, zi is dependent on si, while if ri = 1, zi is dependent on the independently

selected state s′i. Evaluating these expressions, the inner sum reduces to
∏

i Pr0(zi |si), where

Pr0(zi = 1 | si = G) = ηG(1− ψ) + η̄ψ and Pr0(zi = 1 | si = B) = ηB(1− ψ) + η̄ψ, which is

equivalent to a GE channel with the given inversion probabilities.

The second and third parts of the lemma follow straightforwardly from manipulations

similar to those used in Lemma 3.2.

Again, a line is described by the condition in (3.6), divided into two segments by the point

(b, g, ηB, ηG).

As we argued intuitively at the beginning of the section, the effect of state scrambling

can be reversed using side information. We justify this statement in the following theorem:

Theorem 3.5 (State Scrambling) Let (b, g, ηB, ηG) be a point in G such that Perr[`] → ε.

Then all points in G having the same (b, g) and satisfying (3.6), with ηB − ηG ≥ η∗B − η∗G,

also have Perr[`] → ε.

Proof: Using the result in Lemma 3.3, channels representing all points (b, g, η∗B, η
∗
G) ∈ G

along the given line segment may be applied to a state scrambler to generate (b, g, ηB, ηG).

The remainder of the proof is in Appendix 3.A.

Again, the converse of this result follows similarly to the BSC concatenation theorem:

Corollary. Let {b, g, ηB, ηG} be a point in G such that Perr[ˆ̀] > ε. Then all points

along the line segment satisfying (3.6), where ηB − ηG ≤ η∗B − η∗G for 0 ≤ ψ ≤ 1 and the

same (b, g), also have the property that Perr[ˆ̀] > ε.

For fixed (b, g), the results in Theorems 3.4 and 3.5 operate on the plane formed by

pairs of inversion probabilities (ηB, ηG). Since the result from Theorem 3.4 implies a 1-

dimensional region of convergence on this plane that is not (in general) collinear with the

1-dimensional region of convergence implied by the state scrambling theorem, these two
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Figure 3.6: A two-dimensional region of convergence resulting from Theorems 3.4 and 3.5, and

a point c ∈ G for which Perr → ε.

results taken together imply a 2-dimensional region of convergence, as given in Figure 3.6.

For some convergent point (ηB, ηG), any point within the 2-dimensional region of convergence

may be reached by combining moves provided by each theorem. Similarly, by combining the

converses of these theorems, a 2-dimensional region of non-convergence is induced by each

point for which Perr[ˆ̀] > ε.
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Figure 3.7: The operation of segmentation. Whenever ui = 1, ωi increases by 1, and for all i, j,

s∗j,h = s
(ωi)
j,h .

3.3.4 Segmentation

Here we show that increasing the length of the channel memory decreases Perr[`]. We make

use of a proof technique, which we call segmentation, similar to a method used in the proof

of [36, Prop 5]. This technique is illustrated in Fig. 3.7.

Consider a set S = {s(i)}∞i=1 of state sequences, where the sequences s(i) are independent

and identically distributed, and all have the same state transition probabilities (b, g). From

S, we construct a state sequence s̃ as follows. Let {ωi}n
i=1 be a sequence of non-decreasing

integers such that ω1 = 1, and for all i, ωi+1 = ωi + ui, where ui ∈ {0, 1} is an independent

Bernoulli random variable for each i (for example, a valid sequence of {ωi}n
i=1 would be

{1, 1, 1, 1, 2, 2, 3, 3, 3, 4 · · · }). Given {ωi}n
i=1, the elements of the sequence s̃ are defined as

s̃i = s
(ωi)
i . In other words, the state sequence s̃ is formed from segments of each independent

state sequence s(i). Again, for some point (b, g, ηB, ηG) ∈ G, we say that segmentation with
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parameter p is applied to this channel if s̃ is generated such that Pr(ui = 1) = p, and the

state transition probabilities (b, g) are used to generate S.

The effect of state scrambling is to introduce additional state transitions to an existing

state sequence, and we will show that a system arising from state scrambling is a GE channel.

As we have argued in the cases of BSC concatenation and state scrambling, given a GE

channel c, there are channels which can be generated by applying state scrambling to c,

and channels for which state scrambling applied with a particular parameter p results in c.

Let S : G × [0, 1] → G be the function so that S(c, p) returns the channel that arises from

applying segmentation with parameter p to c. Also let

ec := {u : u ∈ G,∃p S(c, p) = u} ,

and

fc := {u : u ∈ G,∃p S(u, p) = c} .

The sets ec and fc are geometrically related to c through the following lemma:

Lemma 3.4 Let c∗ = (b, g, ηB, ηG) ∈ G represent a GE channel, let k = b/(b + g), and let

ec and fc be defined as above. Then:

• If u = S(c, p), then u = ((1− p)b+ pk, (1− p)g + p(1− k), ηB, ηG).

• For constant (ηB, ηG), ec consists of all u = (b∗, g∗, ηB, ηG) satisfying

b∗ = g∗
b

g
, (3.7)

so that b∗ + g∗ ≥ b+ g.

• For constant (ηB, ηG), ec consists of all u = (b∗, g∗, ηB, ηG) satisfying (3.7), so that

b∗ + g∗ ≤ b+ g.

Proof: To show the first part of the lemma, we show that s̃ is a valid GE state

sequence with transition probabilities (b∗, g∗). We may consider the sequence of increments

u ∈ {0, 1}n, with independent elements, such that Pr(ui = 1) = p. Since the sequences in S

are independent and identically distributed, we may write

Pr(s̃) = Pr(s̃1)
n−1∏
i=1

∑
ui

Pr(s̃i+1 | s̃i, ui)Pr(ui)
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where Pr(s̃i+1 | s̃i, ui = 0) = Pr(si+1 |si), the state transition probability given by the original

parameters (b, g), and where Pr(s̃i+1 | s̃i, ui = 1) = Pr(si+1), the marginal state probabilities

for si+1. Thus, we may equivalently write Pr(s̃) = Pr(s1)
∏n−1

i=1 Pr0(si+1 | si), where

Pr0(s̃i+1 | s̃i) =

1− (1− p)g − pg/(b+ g), s̃i = B, s̃i+1 = B

(1− p)g + pg/(b+ g), s̃i = B, s̃i+1 = G

(1− p)b+ pb/(b+ g), s̃i = G, s̃i+1 = B

1− (1− p)b− pb/(b+ g), s̃i = G, s̃i+1 = G

and thus the state sequence s̃ is a GE state sequence with new state transition probability

pair (b∗, g∗) = ((1− p)b+ pb/(b+ g), (1− p)g+ pg/(b+ g)). Defining an inversion probability

function Pr(zi | s̃i) with an appropriate pair of inversion probabilities (ηB, ηG) results in a

GE channel, which proves the first part of the lemma.

The second and third parts of the lemma follow from straightforward manipulations,

analogous to Lemmas 3.2 and 3.3.

Note that the condition in (3.7) forms a line, partitioned into two segments by (b, g, ηB, ηG).

Once again, we apply the side information lemma to obtain the following Theorem.

Theorem 3.6 (Segmentation) Let (b, g, ηB, ηG) be a point in G such that Perr[`] → ε.

Then all points in G having the same (ηB, ηG) and satisfying (3.7), with b∗ + g∗ ≤ b+ g, also

have Perr[`] → ε.

Proof: Using the result in Lemma 3.4, if (b, g) satisfies (3.7), with the same (ηB, ηG)

and b∗ + g∗ ≤ b + g, then segmentation may be used to obtain the channel corresponding

to the point (b∗, g∗, ηB, ηG) from the point (b, g, ηB, ηG). The remainder of the proof is in

Appendix 3.B.

Again, the converse straightforwardly follows:

Corollary. Let (b, g, ηB, ηG) be a point in G such that Perr[ˆ̀] > ε. Then all points along

the line segment satisfying (3.7), for constant (ηB, ηG) and b∗ + g∗ ≥ b + g, also have the

property that Perr[ˆ̀] > ε.

To visualize this result in 3 dimensions, for some point (b, g, ηB, ηG) ∈ G, define a quantity

µ := 1− b− g. From the first part of Lemma 3.4, if segmentation with parameter p is used
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to obtain a channel (b1, g1, ηB, ηG) with µ1 = 1− b1− g1, from a channel (b2, g2, ηB, ηG) with

µ2 = 1− b2−g2, then it is straightforward to show that µ1 = (1−p)µ2. Thus, from Theorem

3.6 and its corollary, Perr[`] → ε is preserved for increasing µ, while Perr[ˆ̀] > ε is preserved for

decreasing µ. Similarly to our arguments in the previous sections, by considering the plane

formed by fixing ηB and ηG and allowing µ to vary, for a given point µ∗ on this plane for

which Perr[`] → ε, all values of µ > µ∗ will result in a 1-dimensional region of convergence.

Combined with our earlier results for the plane of inversion probability pairs (ηB, ηG), this

result implies a 3-dimensional region of convergence in the GE parameter space, as the 2-

dimensional region is projected through decreasing µ, depicted in Figure 3.8. Conversely, for

a given point µ∗ for which Perr[ˆ̀] > ε, a 3-dimensional region of non-convergence is obtained

in conjunction with our earlier results.

3.4 Density Evolution for GE-LDPC decoders

Above, we established the feasibility and properties of a DE algorithm for GE-LDPC de-

coders. In this section, we obtain this algorithm, which is derived as a modification to the

DE algorithm from [22]. We will first discuss the iterative construction of local neighbor-

hoods, which will provide a basis for our derivation. Consider an edge e connecting variable

u and factor v, and its local neighborhood N 2`
~e . Let eu be the set of edges attached to u, and

let eu\{e} be the set of all edges attached to u except e. Then assuming N 2`
~e is a tree, for

each edge f in eu\{e}, one may obtain the set of all paths of length ` − 1 emanating from

the factor attached to f , such that f is not the first edge traversed. If the edge f and the

variable node u are appended to this set, we have a set which corresponds to the definition

of M2`−1
~f

. Furthermore, we have a (partial) set of paths of length ` emanating from u, such

that e is not the first edge in the path. N 2`
~e is then obtained by taking the union of the set

of neighborhoods: ⋃
f∈eu\{e}

M2`−1
~f

and appending the edge e and the factor v, noting that the variable u is common to all

these local neighborhoods. A similar argument can be made in forming M2`
~e from a union
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Figure 3.8: A three-dimensional region of convergence resulting from all three characterization

theorems, and a point c ∈ G for which Perr → ε. A solid polygon is formed by projecting the 2-d

region from Figure 3.6 down through increasing µ.

of N 2`−1
~e . Thus, local neighborhoods are constructed recursively, which is depicted in Figure

3.9.

Since DE calculates the density of the message along the edge at the apex of the local

neighborhood, this implies that DE is calculated iteratively, by taking the densities of all

input messages to a node and applying the transformation implicit in the node from the SPA.

We shall use this approach to obtain a DE algorithm for the GE-LDPC decoder. Messages
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Local neighborhoods

Local neighborhood of size `

Edge e

Figure 3.9: A two-dimensional region of convergence resulting from Theorems 3.4 and 3.5, and

a point c ∈ G for which Perr → ε.

in the GE subgraph are calculated using an instance of the general estimation-decoding

algorithm derived in Section 2.4, so this algorithm is the basis for the calculations in the DE

algorithm.

We make some minor adjustments to the estimation-decoding algorithm in order to make

it more appropriate for DE analysis. For each message calculation within the Markov sub-

graph, we employ the optional normalization constants k in (2.11) and (2.13), which force

the elements in the vectors α and β to sum to 1. However, since S = {B,G} for the GE

channel, the vectors α and β each have only two elements. Once one of these two elements

is known, the other is fixed by the normalization – for instance, if α(G) is known, it must be

true that α(B) = 1− α(G). In other words, the message α is completely determined by the
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scalar α(G), and similarly, β is completely determined by β(G). Thus, for the forward and

backward messages, the DE algorithm tracks the density of a scalar message, rather than a

vector.

Because the GE channel is binary-output, we can use a different form of 2.8, which

simplifies certain equations. This form adjusts the probability Pr(x | χ) to evaluate whether

x = y. Designated γ(χ, y), this form is given by

γ(χ, y) =
1

2

[
1 + q(y) tanh

(χ
2

)]
, (3.8)

where q(y) = (−1)y. For instance, letting N = diag[ηG ηB], the matrix E may be rewritten

E = N + (I− 2N)γ(χ, y), where I is the 2× 2 identity matrix.

The density evolution calculations corresponding to each type of message are given as

follows.

Parity-check to symbol variable messages (and vice versa). The message-passing

rules for messages exiting parity-check nodes and symbol variable nodes are well known, and

have been thoroughly discussed elsewhere (such as in [18, 27, 22]). Thus, density evolution

is virtually the same as the memoryless case. Let Pj and Sj be, respectively, the density at

the output of a symbol variable node and a parity-check node at the jth iteration of density

evolution (i.e., along an edge at the apex of a local neighborhood of depth j). From [22], in

a memoryless channel we have that Sj is a complicated function of Pj, and

Pj+1 = F−1
[
F(P0)(F(Sj))

dv−1
]

(3.9)

where F represents the Fourier transform, and where dv is the number of checks attached to

a symbol variable node. Since the P0 term represents the channel information, in the case of

a GE channel we replace this with the density of channel messages at each iteration, which

is given below. The calculation of Sj from Pj is described in Appendix 3.C.

Symbol variable to channel factor messages. This message, labeled χ, conveys the

code’s extrinsic information to the Markov subgraph. As a log-likelihood ratio, it is calculated

by taking the sum of all incoming parity-check to symbol variable messages (taking care to

exclude the channel message). The density of this message is designated Xj (for the jth
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iteration of density evolution), and the evolution of this message is calculated by

Xj+1 = F−1
[
(F(Sj))

dv
]

(3.10)

in a manner similar to (3.9).

Channel factor to state variable messages (and vice versa). As discussed in

Section 2.4, there are two kinds of messages that travel from channel factor nodes to state

variable nodes, referred to as the forward and backward messages, designated α and β,

respectively; their densities are designated Aj and Bj, respectively, at the jth iteration of

DE.

Let u2 represent the all-one row vector of length 2. Explicitly modifying (2.11) to include

the normalization constants, we have

α =
PTEα−

uT
2 PTEα−

. (3.11)

for the forward message, and

β =
EPβ−

uT
2 EPβ−

, (3.12)

for the backward message, noting that the denominator terms in (3.11) and (3.12) are both

scalar.

Since α is a function of α− and χ, following our above discussion of assembling local

neighborhoods, the density Aj+1 is calculated from Aj and Xj. As we discussed earlier in this

section, α and β may be completely characterized as random variables by considering only the

first element in each vector. Recalling the functional form of α and β, we will represent these

messages as α(G) and β(G), respectively. Consider α(G) first. After some manipulation on

(3.11), it is straightforward to show that the transformation α(G) = f(α−(G)) is of the form

α(G) =
n1 + n2α

−(G)

d1 + d2α−(G)
(3.13)
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where

n1 = g(ηB − (1− 2ηB)γ(χ, y))

n2 = (1− b)(ηG − (1− 2ηG)γ(χ, y))

−g(ηB − (1− 2ηB)γ(χ, y))

d1 = ηB − (1− 2ηB)γ(χ, y)

d2 = ηG − (1− 2ηG)γ(χ, y)

−ηB − (1− 2ηB)γ(χ, y)

recalling the definition of γ(χ, y) from (3.8). Clearly, n1, n2, d1, and d2 are merely func-

tions of the random variables y and χ, which allows us calculate a conditional probability

transformation fα(G)(α(G) | y, χ) given these variables. However, notice that α−(G) (as well

as α) and y are dependent, since they are both related to the underlying channel state s.

This complication is removed if we obtain PDFs conditioned on the state s and subsequently

marginalize, since α−(G) is a function of a set of observations {yj}, which is conditionally

independent of y given s. Using Bayes’ rule, we first calculate

fα−(G)

(
α−(G) | s

)
=
ξ (α−(G), s) fα−(G) (α−(G))

Pr(s)
(3.14)

where fα−(G)(α
−(G)) = Aj, and where ξ(α−(G), s) = α−(G) if s = G and ξ(α−(G), s) =

1 − α−(G) if s = B. With this quantity calculated, using a well-known result of functions

of random variables (see, for example, [57, ch. 4]), the transformation in (3.13) may be

expressed as

fα(G) (α(G) | s, y, χ) =

fα−(G)

(
d1α(G)− n1

n2 − d2α(G)

∣∣∣∣ s) ∣∣∣∣d1(n2 − d2α(G)) + d2(d1α(G)− n1)

(n2 − d2α(G))2

∣∣∣∣ (3.15)

which is marginalized with respect to s, y, and χ. Thanks to the conditioning on s, the

marginalization is expressed simply by

fα(G)(α(G)) =
∑

s

∑
y

∫
χ

fα(G)(α(G) | s, y, χ)fχ(χ)dχPr(y | s)Pr(s)

where fχ(χ) = Xj, and where Pr(y = 1|s) = ηs on the assumption that the all-zero codeword

is transmitted. Similar expressions to (3.13)-(3.15) may be derived for the iteration from Bj
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and Xj to Bj+1. Again, the calculation of the message β(G) is of the form

β(G) =
n′1 + n′2β

−(G)

d′1 + d′2β
−(G)

(3.16)

where

n′1 = b(ηG − (1− 2ηG)γ(χ, y))

n′2 = (1− 2b)(ηG − (1− 2ηG)γ(χ, y))

d′1 = b(ηG − (1− 2ηG)γ(χ, y))

+(1− g)(ηB − (1− 2ηB)γ(χ, y))

d′2 = (1− 2b)(ηG − (1− 2ηG)γ(χ, y))

−(1− 2g)(ηB − (1− 2ηB)γ(χ, y))

again recalling γ(χ, y) from (3.8). In both cases, fχ(χ) can be obtained straightforwardly

from the check-to-variable message densities obtained within the LDPC subgraph.

Finally, we must specify the calculation of messages from state variable nodes to channel

factor nodes. Every state variable node has degree 2, so by the SPA the input message

is passed directly to the output without processing. No calculation or density evolution is

required at these nodes.

Channel factor to symbol variable messages. This message, designated ζ, conveys

the channel information from the Markov subgraph to the LDPC subgraph, and its density

at the jth iteration of DE is given by Zj. Again, since the channel is binary-output, we can

simplify the form in (2.14) as

ζ = q(y) log
αT (I−N)Pβ

αTNPβ
(3.17)

where q(y) is as above. The recursion of Zj+1 from Aj and Bj can be obtained similarly to

the above, with minor modifications on account of the logarithm. From (3.17), the quantity

ζk is already a scalar, and can be expressed in the form

ζ = q(y) log
n∗1 + n∗2α(G)

d∗1 + d∗2α(G)
(3.18)
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where q(y) is as defined above, and

n∗1 = (1− ηB)(1− g − β(G))

n∗2 = (1− ηG)(b+ (1− 2b)β(G))− (1− ηB)(1− g − β(G))

d∗1 = ηB(1− g − β(G))

d∗2 = ηG(b+ (1− 2b)β(G))− ηB(1− g − β(G))

so n∗1, n
∗
2, d

∗
1, and d∗2 are functions of the random variable β(G), which allows us to specify a

conditional density. Again, to simplify later calculations, we condition α, and β on s, since

these quantities are conditionally independent given s. We first obtain fα(G)(α(G) | s), as in

(3.14), then apply the transformation required by (3.18), which results in

fζ (ζ | s, y, β(G)) =

fα(G)

(
d1 exp(q(y)ζ)− n1

n2 − d2 exp(q(y)ζ)

∣∣∣∣ s)
·
∣∣∣∣d1(n2 − d2 exp(q(y)ζ)) + d2(d1 exp(q(y)ζ))

(n2 − d2 exp(q(y)ζ))2

∣∣∣∣ exp(q(y)ζ) (3.19)

and finally marginalize the conditional density, which results in

fζ(ζ) =
∑

s

∑
y

Pr(y | s)Pr(s)

·
∫

β(G)

fζ(ζ | s, y, β(G))fβ(G)(β(G) | s)dβ(G)

which gives Zj, the density that replaces P0 in (3.9).

The DE algorithm then proceeds as follows, in accordance with the message passing

schedule defined in Section 2:

1. Initialization step. Let j = 0. Set the following densities:

A0 = δ(αk(1)− g/(b+ g))

B0 = δ(βk(1)− 1/2)

Z0 = η̄δ(ζk + log(1− η̄)/η̄)) + (1− η̄)δ(ζk − log(1− η̄)/η̄))

P0 = Z0

where δ(·) is the Dirac delta function, and η̄ is the average inversion probability.
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2. Parity-check nodes. Calculate Sj from Pj according to the procedure outlined in

[22].

3. Channel factor nodes.

• Calculate Aj+1 from Aj and Xj, and calculate Bj+1 from Bj and Xj, according

to (3.15).

• Calculate Zj+1 from Aj and Bj, according to (3.19).

4. Symbol variable nodes.

• Similarly to (3.9), calculate

Pj+1 = F−1
[
F(Zj)(F(Sj))

dv−1
]

(3.20)

where dv is the degree of the symbol variable nodes, and the density Sj is calcu-

lated from Pj through the procedure outlined in [22].

• If j ≥ 1, let

Xj+1 = F−1[(F(Sj))
dv ], (3.21)

else let Xj+1 = P0.

5. Channel state nodes. No calculation required; messages from the channel factor

nodes are unchanged.

6. Let j = j + 1. If j > ˆ̀ or Perr[j] < ε, stop; else, go to 2.

3.5 Discussion and Results

In this section we consider the implementation of the DE algorithm introduced in Section 3.4,

and the consequences of the theorems from Section 3.3. Firstly, we give a brief demonstration

of the kind of results given by our DE algorithm. In Fig. 3.10, we illustrate the density Pj

for j = 5, 10, and 15, calculated over a GE channel using the method from Section 3.4.

Under the all-zero-codeword assumption, any message with a negative amplitude is in error,
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Figure 3.10: DE result for a (4,7) regular LDPC code, in a GE channel with (b, g, ηB, ηG) =

(0.01, 0.01, 0.18, 0.01).

so the probability of error Perr[`](c) can be easily obtained by integrating these densities over

negative values.

Consider the formation of a region of convergence using the proposed DE algorithm.

Using DE to obtain a set of points in G at which LDPC decoding is known to converge to

Perr[`] → ε, the region of convergence induced by these points is the union of the regions

induced by each point. An example of such a union of regions is given in Figure 3.11, for

a (3,6)-regular rate-1/2 LDPC code, where for ease of visualization we fix b = g = 0.01,

so ηB and ηG form a plane. From the figure, the space of parameters is partitioned into

a region where Perr → ε, a region where Perr > ε, and an uncertain region, which guides

the selection of new points for DE. As ηG → 0, we see from the figure that large gaps of
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Figure 3.11: Regions of convergence and non-convergence for a GE-LDPC decoder with (3,6)

regular LDPC code. Points for which Perr[`] → ε are represented with “x”, and points for

which Perr[ˆ̀] > ε are represented with “+”. The dotted lines represent the individual regions of

convergence and non-convergence induced by each point, while the solid outline represents the

union of these regions.

uncertain convergence can form. This is because the “teeth” of the convergence regions are

offset with respect to each other, and because they sweep out less area since they are closer

to the boundary of G. Thus, points at closer intervals should be evaluated as ηG → 0.

Furthermore, the region of convergence for the proposed GE-LDPC decoding algorithm

must be larger than the region of convergence of a decoder that discards the channel memory,
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and this behavior is observed in Figure 3.11. This is because the point corresponding to

(b, g, ηM , ηM) is known to converge for a given LDPC code, where ηM represents the code’s

memoryless threshold in a BSC, because any GE channel where ηB = ηG is equivalent to a

BSC. Using our results in Theorems 3.4 and 3.5, this point induces a region of convergence

which corresponds to the set of all GE channels where η̄ ≤ ηM , where η̄ is the equivalent

memoryless inversion probability of the GE channel.

A 3-dimensional characterization of the region of convergence is given in Figure 3.12 for

the (3,6)-regular rate-1/2 LDPC code, and in Figure 3.13 for the (3,4)-regular rate-1/4 LDPC

code. For clarity, we show only the region of convergence, and trace the boundary on this

region by joining points in the parameter space found to have Perr → ε (the assumed region

of non-convergence is the complement of this region). In both cases, we fix b/g = 1 and

depict the 3-dimensional region of convergence with respect to the triples (µ, ηB, ηG), where

µ = 1−b−g. Tremendous possible gains in performance over the memoryless assumption are

observed in Figures 3.12 and 3.13. The performance improvement is particularly noted when

the contrast between ηB and ηG is large, and when µ is very close to 1 – understandably,

since it is under these circumstances that the GE factor graph has the best ability to observe

a state for a long period of time and differentiate between the two states.

Empirical results are presented in Figure 3.14 which support our claims. Below the GE-

LDPC decoding threshold, the decoder performance improves everywhere as block length

increases. However, the effect of long channel memory is to increase the code length required

to approach the threshold performance, as observed in the figure. The assumption made in

deriving the DE algorithm is that the code length is infinite, and although the GE-LDPC

decoder clearly beats the memoryless threshold, it approaches the GE-LDPC threshold quite

slowly – significantly more slowly than is the case in memoryless channels.

It is natural to compare these results to the channel capacity. In [36], the capacity was

given as

C = lim
n→∞

E [1−H(Pr(zn = 1 | zn−1))] (3.22)

where H(·) is the binary entropy function, and zn−1 is the noise vector up to time n− 1; a

significant gap to the GE channel capacity remains in each figure. However, in the case of
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Figure 3.12: Contour plot for (3,6)-regular rate-1/2 code, looking down through the increasing

µ axis. The contours (solid lines) give the estimated boundary of the region of convergence for

constant µ. The dashed line at top represents the Shannon limit for rate 1/2 codes at µ = 0.98.

The dotted line at bottom represents the limit as µ→ 0 (i.e., the memoryless limit).

the (3,4) code, we observe that communication is possible in channels where the C < 1/4

for the memoryless assumption, which corresponds to an inversion probability of 0.214 – an

observation also made empirically for certain GE-LDPC decoders in [50]. Thus, the GE-

LDPC decoder beats the best possible code which uses the memoryless assumption, which

further justifies the use of joint estimation-decoding in this channel. Whether capacity may

be approached through the use of irregular LDPC codes remains an open problem.
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Figure 3.13: Contour plot for (3,4)-regular rate-1/4 code, looking down through the increasing

µ axis. The contours (solid lines) give the estimated boundary of the region of convergence for

constant µ. The dashed line at top represents the Shannon limit for rate 1/4 codes at µ = 0.98.

The dotted line at bottom represents the limit as µ→ 0 (i.e., the memoryless limit).

It should be pointed out that our geometric results obtained in Section 3 are sufficient to

show that a set of points is in the region of convergence, but not necessary. In two dimensions,

we have seen that each point for which Perr[`] → ε induces a triangular region of convergence,

and from the figure the union of these regions produces a sawtooth-shaped region, and a

similarly rough region of non-convergence. In three dimensions the union of these regions is

no more smooth. However, we have observed through experimentation that the boundary
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Figure 3.14: Experimental results for ρ = 1, µ = 0.98, ηG = 0.01, for probability of symbol

error versus ηB. Notice that the probability of error decreases everywhere below the GE-LDPC

threshold as block length increases. The Shannon limit for this channel is at ηB = 0.269 (not

shown in the figure).

on the region of convergence may be traced with reasonable accuracy by simply joining

adjacent convergent points found by DE. We feel that a more accurate characterization of

the parameter space, as well as any solution to the problem of expanding the existing regions

of convergence, may require proof techniques beyond the Side Information Lemma. In fact,
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the Side Information Lemma may be a more stringent tool than necessary, since results

following from this lemma imply that Perr[`] for one channel dominates Perr[`] for another

channel at every value of `, not only in the limit of large `. Finding alternative strategies is

a subject of ongoing research.

We finally note that our restriction to a 3-dimensional induced region of convergence

may not represent an undue burden, since in many practical cases only the three parameters

(µ, ηB, ηG) are required to express a family of related channels. From [36], the space formed by

pairs of state transition probabilities (b, g) may be expressed as pairs (ρ, µ), where ρ := g/b,

representing the overall ratio of state G to state B in the state sequence. By varying µ and

fixing ρ, we may represent the practically interesting case of increasing the symbol rate in

a physical system. For example, if the GE channel is the model for a system in which the

symbol transmission rate can be varied, and the channel state process can be modeled as an

independent process sampled at the transmission rate, we would expect the proportion of

B and G states to remain the same (i.e., constant ρ), while the observed channel memory

would increase as a result of the increased symbol rate (increasing µ), which from Theorem

3.6 is known to improve the probability of error.

Clearly, the work in this chapter has demonstrated that the strategy of joint estimation-

decoding for LDPC codes in the GE channel is quantifiably superior to ignoring or destroying

the channel memory. This was done by providing the analytical tools to obtain the ultimate

performance of such decoders, and by applying these tools in a variety of instances of the

GE channel. As well, we have demonstrated that DE is a feasible analytical tool in the GE

channel, since the complexity of multidimensional parameter spaces has been successfully

mitigated through theoretical analysis of regions of convergence.
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Appendices to Chapter 3

3.A Proof of Theorem 3.5

In this appendix we complete the proof of Theorem 3.5 by showing that channel outputs in

a local neighborhood for (η∗B, η
∗
G), combined with carefully chosen side information, result in

a factor graph which is identical to a local neighborhood for (ηB, ηG), where the pair (η∗B, η
∗
G)

arose from a channel with inversion probabilities (ηB, ηG) applied to a state scrambler with

parameter ψ, and where the scrambling sequence is r. On the assumption of cycle-free local

neighborhoods, the local neighborhood implements an optimal detector for the symbol at

the apex of the local neighborhood, so the side information lemma may be applied. The

general proof technique is illustrated in figure 3.15 on page 72.

The state transition probabilities (b, g) are fixed. Let N 2`
~e represent the cycle-free local

neighborhood to depth 2` of an edge e from a GE-LDPC factor graph with channel inversion

probability pair (η∗B, η
∗
G), and let ye, xe, and se represent the observations, symbol vari-

ables, and channel states associated with this local neighborhood, respectively. Then the

probabilistic model of ye, may be written as

M∗(ye,xe, se) = C∗
∏
i∈I

Pr(si+1 | si)
∏
j∈J

Pr∗(yj | xj, sj)
∏
k∈K

hk(xk) (3.23)

where I, J , and K are, respectively, index sets for the factors Pr(si+1 | si), Pr(yj | xj, sj),

and hk(xk) in N 2`
~e ; Pr∗(yj | xj, sj) implements the GE inversion probabilities (η∗B, η

∗
G), and

C∗ is a constant. The variable node x̂ connected to edge e is the objective for the local

neighborhood, so the decoding task is to calculate the a posteriori probability of x̂, using

the SPA. We wish to show that side information transforms the model in (3.23) to a model

equivalent to

M0(ye,xe, se) = C0

∏
i∈I

Pr(si+1 | si)
∏
j∈J

Pr0(yj | xj, sj)
∏
k∈K

hk(xk) (3.24)

where Pr0(yj | xj, sj) implements the GE inversion probabilities (ηG, ηB).

We provide side information to this model in two steps. Firstly, suppose the scrambling

sequence r is given, and let M∗(r,ye,xe, se) be the local neighborhood model with this
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information. Then (3.23) becomes

M∗(r,ye,xe, se) = C∗
∏
i∈I

Pr(si+1 | si)
∏
j∈J

Pr(yj | xj, sj, s
′
j, rj)

∏
k∈K

hk(xk) (3.25)

where Pr(yj | xj, sj, s
′
j, rj) is defined as follows:

Pr(yj | xj, sj, s
′
j, rj = 0) = Pr0(yj | xj, sj)

=

 ηsj
, xj 6= yj

1− ηsj
, xj = yj

Pr(yj | xj, sj, s
′
j, rj = 1) = Pr0(yj | xj, s

′
j)

=

 ηs′j
, xj 6= yj

1− ηs′j
, xj = yj

where Pr0(yj | xj, sj) is the conditional inversion probability of the original (ηB, ηG) GE

channel – in other words, where rj = 0, the original inversion probabilities (ηB, ηG) are a

function of sj, and where rj = 1, these probabilities are a function s′j. Furthermore, if rj = 1,

the term Pr(yj |xj, sj, s
′
j, rj = 1) is independent of sj. Since the channel factor node function

Pr(sj+1 | sj)Pr0(yj | xj, s
′
j) then factors into independent terms, this implies that an edge in

the local neighborhood is broken for each rj = 1. As well, since the factor graph of N 2`
~e

is cycle-free, this implies the resulting factor graph is disconnected – that is, the model can

be factored into independent terms. Thus, there exist index subsets Īr ⊂ I, J̄r ⊂ J , and

K̄r ⊂ K, each dependent on r, such that no factor indexed by any of Īr, J̄r, or K̄r contains

x̂; and

M∗(r,ye,xe, se) = C∗

∏
i∈Īr

Pr(si+1 | si)
∏
j∈J̄r

Pr(yj | xj, sj, s
′
j, rj)

∏
k∈K̄r

hk(xk)


·
∏

i∈{I\Īr}

Pr(si+1 | si)
∏

j∈{J \J̄r}

Pr(yj | xj, sj, s
′
j, rj)

∏
k∈{K\K̄r}

hk(xk)

where the bracketed term is an independent factor. Since this factor does not contain x̂, it

is eliminated by the SPA with no effect on messages passed to x̂, and may be disregarded.

Recall from the above that, if all s′j are relabeled, we may write

M∗(r,ye,xe, se) = K
∏

i∈{I\Īr}

Pr(si+1 | si)
∏

j∈{J \J̄r}

Pr0(yj | xj, sj)
∏

k∈{K\K̄r}

hk(xk)
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and since Pr0(yj | xj, sj) implement the GE inversion probability pair (ηB, ηG), the model

represented by M∗(r,ye,xe, se) contains a subset of the factors in the model M0(ye,xe, se)

from (3.24). To complete the proof, we add further side information, as follows. Con-

sider the set of factors in M0(ye,xe, se) that are not present in the above representation of

M∗(r,ye,xe, se). Generate side information with a PMF precisely equal to the observations

in the “missing” factors from M∗(r,ye,xe, se) (that is, these missing factors are a generative

model). More precisely, let Z(ȳ, x̄, s̄, r) be a generative model, such that

Z(ȳ, x̄, s̄, r) = L
∏
i∈Īr

Pr(s̄i+1 | s̄i)
∏
j∈J̄r

Pr0(ȳj | x̄j, s̄j)
∏

k∈K̄r

hk(x̄k)

where ȳ, x̄, and s̄ are the observations, symbols, and channel states in the generative model.

Thus, we have chosen side information whose factor graph model M∗(r,ye,xe, se)Z(ȳ, x̄, s̄, r)

is equivalent to M0(ye,xe, se). Then the set of observations ye∪{r}∪ ȳ, results in a decoder

equivalent to M0(ye,xe, se). Applying the SPA clearly results in identical results in either

M0(ye,xe, se) andM∗(r,ye,xe, se)Z(ȳ, x̄, s̄, r). Furthermore, for any r,M∗(r,ye,xe, se)Z(ȳ, x̄, s̄, r)

is identical to M0(ye,xe, se), so this is true independently of r. By the Side Information

Lemma this is sufficient to show that Perr[`](b, g, ηB, ηG}) ≤ Perr[`](b, g, η
∗
B, η

∗
G), which com-

pletes the proof.

3.B Proof of Theorem 3.6

In this appendix we complete the proof of Theorem 3.6. Since the proof proceeds almost

identically to the proof of Theorem 3.5, we will merely sketch this proof. Recalling the

definitions for S, s∗, u, and ωi, let N 2`
~e represent the cycle-free local neighborhood to depth

2` of an edge e from a GE-LDPC factor graph with state transition probabilities governed by

(b∗, g∗), and again let ye represent the observations associated with this local neighborhood.

Then the probabilistic model for ye, xe, and se may be written similarly as

M∗(ye,xe, se) = C∗
∏
i∈I

Pr∗(si+1 | si)
∏
j∈J

Pr(yj | xj, sj)
∏
k∈K

hk(xk) (3.26)

while the objective is again to obtain

M0(ye,xe, se) = C0

∏
i∈I

Pr0(si+1 | si)
∏
j∈J

Pr(yj | xj, sj)
∏
k∈K

hk(xk) (3.27)
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where Pr0(si+1 | si) is the state transition probability governed by (b, g). Providing the

segmentation sequence u to the decoder, the model becomes

M∗(u,ye,xe, se) = C∗
∏
i∈I

Pr(si+1 | si, ui)
∏
j∈J

Pr(yj | xj, sj)
∏
k∈K

hk(xk) (3.28)

Pr(si+1 | si, ui = 0) = Pr0(si+1 | si)

=



1− g, si = B, si+1 = B

g, si = B, si+1 = G

b, si = G, si+1 = B

1− b, si = G, si+1 = G

Pr(si+1 | si, ui = 1) = Pr(si+1)

=

 b/(b+ g), si+1 = B

g/(b+ g), si+1 = G

where the former term is the same as the unsegmented channel, and the latter is indepen-

dent of si. Again we have a break in the factor graph, disconnecting nodes wherever ui = 1.

The remainder of the argument follows identically to the proof for Theorem 3.5 – the model

M∗(u,ye,xe, se) factors into independent terms, one of which may be discarded, while replac-

ing the factors with further side information with model Z(ȳ, x̄, s̄,u), constructed from the

“missing” factors in M∗(u,ye,xe, se) results in a model M∗(u,ye,xe, se)Z(ȳ, x̄, s̄,u) which

is equivalent to M0(ye,xe, se). By the Side Information Lemma this is sufficient to show that

Perr[`](b, g, ηB, ηG) ≤ Perr[`](b
∗, g∗, ηB, ηG).
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3.C Calculating DE for the Parity-Check to Symbol

Variable Messages

In this appendix we discuss the calculation of Sj from Pj, which is fully described in [22].

As noted in Section 2.1, the message is calculated using a function of the form

Mout = 2 arctanh

(
dc∏

i=1

tanh

(
Mi

2

))
,

where the Mi messages are independent, identically distributed random variables. The ob-

jective is to calculate the density of Mout from the densities of Mi, where fMi
(Mi) := Pj.

Firstly, we note that

tanh

(
Mout

2

)
=

dc∏
i=1

tanh

(
Mi

2

)
. (3.29)

In (3.29), the expression on the right is a product of independent random variables, which

could be converted into a sum of independent random variables under a logarithm. However,

the problem is complicated because Mi can assume negative values. Let S(x) represent the

signum function, where

S(x) =


1, x > 0;

−1, x < 0;

0, x = 0.

Then (3.29) can be rewritten

tanh

(
Mout

2

)
=

(
dc∏

i=1

S(Mi)

)
exp

(
dc∑

i=1

log

∣∣∣∣tanh

(
Mi

2

)∣∣∣∣
)
. (3.30)

Our approach at this point is to obtain the density of log | tanh(Mi/2)| conditioned on

either S(Mi) = 1 or S(Mi) = −1 (the case where S(Mi) = 0 occurs with vanishingly small

probability and can be ignored, although it may become significant when the messages are

quantized). Firstly, we obtain the conditional densities

fMi
(Mi | S(Mi) = 1) =


fMi

(Mi)R 0
Mi=−∞

fMi
(Mi)dMi

, Mi > 0;

0, Mi ≤ 0;

fMi
(Mi | S(Mi) = −1) =

 0, Mi ≥ 0
fMi

(Mi)R∞
Mi=0 fMi

(Mi)dMi
, Mi < 0.
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Letting gi := log | tanh(Mi/2)|, we then obtain the equivalent conditional densities for gi

using straightforward methods of obtaining the densities of functions of random variables

(see [57, ch. 4]):

fgi
(gi | S(Mi) = 1) = fMi

(Mi = 2 arctanh(egi) | S(Mi) = 1)
2egi

1− e2gi
;

fgi
(gi | S(Mi) = −1) = fMi

(Mi = −2 arctanh(egi) | S(Mi) = −1)
2egi

1− e2gi
.

Since the operation under the exp(·) in (3.30) is a sum of independent random variables,

the density of this sum can be found by multiplying characteristic functions. Let

G+
i (jω) := F [fgi

(gi | S(Mi) = 1)] ,

G−
i (jω) := F [fgi

(gi | S(Mi) = −1)] ,

where F [·] represents the Fourier transform. In the characteristic function domain, we can

now obtain the density of the sum of these messages, conditioned on a given sequence of

S(Mi). However, note that the gi are identically distributed, so the only feature of this

sequence of S(Mi) that is relevant is the number of positive and negative messages. Let

gout :=
∑dc

i=1 gi, let u represent the number of negative messages, and let NM(u) represent

the event of u negative messages. Then:

fgout(gout | NM(u)) = F−1
[
(G−

i (jω))u(G+
i (jω))dc−u

]
where F−1[·] represents the inverse Fourier transform. Furthermore, note that if u is odd,∏dc

i=1 S(Mi) = −1, and if u is even,
∏dc

i=1 S(Mi) = 1, again neglecting the case where Mi = 0.

Finally, substituting gout into (3.30) and rearranging, we have

Mout =

 2 arctanh (egout), u even;

2 arctanh (−egout), u odd.

Again, using straightforward change-of-variable techniques, we see that

fMout(Mout|NM(u)) =


fgout(gout = log tanh(Mout/2) | NM(u))1−tanh2(Mout/2)

2 tanh(M/2)
, u even,Mout > 0;

fgout(gout = log tanh(−Mout/2) | NM(u))1−tanh2(Mout/2)
2 tanh(−M/2)

, u odd,Mout < 0.

0 otherwise.
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It remains only to marginalize with respect to NM(u), for which it is easy to see that

fMout(Mout) =
dc∑

u=0

(
dc

u

)(∫ 0

Mi=−∞
fMi

(Mi)dMi

)u(∫ ∞

Mi=0

fMi
(Mi)dMi

)dc−u

fMout(Mout | NM(u)),

and the output is Sj := fMout(Mout).
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Figure 3.15: Illustration of the proof technique. Consider two channels c and c∗, where side

information may be used to transform c∗ into c. Start with a local neighborhood for c∗ (top).

Partial side information disconnects the factor graph, and the nodes left behind are a subgraph

of a local neighborhood for c, represented by white nodes (middle). Using the missing nodes as

a generative model, additional side information completes the local neighborhood (bottom).



Chapter 4

Designing Good LDPC Codes for the

Gilbert-Elliott Channel

In Chapter 3, we introduced an algorithm for calculating density evolution (DE) for regular

LDPC estimation-decoding over the Gilbert-Elliott (GE) Channel. Although the results

from this algorithm showed significant potential gains over the memoryless assumption, a

significant gap to the channel capacity remained. Since irregular LDPC codes are known to

close this gap in memoryless channels, it is reasonable to believe that these codes will close

the gap in the GE channel. In this chapter, we present a design tool for irregular LDPC

codes over the GE channel, and present some good degree sequences obtained using our

method.

4.1 Introduction

In Chapter 1, we outlined research showing that irregular LDPC codes could approach the

Shannon bound very closely in memoryless channels [27, 32]. As we described in Chapter

2, irregular LDPC codes are specified by a degree sequence, given by (2.1), and the bit error

performance of an irregular LDPC code is a function of this degree sequence. Thus, good

irregular LDPC codes can be designed by optimizing the degree sequence. In simple terms,

the design problem for irregular LDPC codes can be stated as follows:

73
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Given a particular communication channel

Maximize Code rate R, defined in (2.2)

Subject to
∑c

j=1 λj =
∑d

j=1 ρj = 1 and Perr[`] → ε,

where ε is the maximum acceptable probability of error, as defined in Chapter 3. As we

noted in Chapter 1, several design tools exist to efficiently solve this problem in memoryless

channels [28, 29, 30, 31].

To obtain a design tool for irregular LDPC estimation-decoding over the GE channel,

we seek simple design tools which approximate DE. However, in obtaining these tools we

face two complications. Firstly, the channel messages do not have a Gaussian distribution,

which makes the use of the Gaussian DE approximation inappropriate. Secondly, our task

is not only to approximate DE for the LDPC code, but to obtain a related approximation

for the channel estimation technique, so that the code can be optimized with respect to

the entire estimation-decoding algorithm. In this chapter, we will show that the first of

these complications can be addressed by the semi-Gaussian approximation in [31], while we

develop novel methods to deal with the second. In particular, our design tool has the desirable

property of an EXIT-like visualization, which is a highly intuitive means of understanding

the operation of message-passing decoding.

We now briefly review our main results in this chapter. In Section 4.2, we adapt the

DE algorithm from Chapter 3 to handle irregular LDPC codes, and discuss message-passing

schedules and local neighborhoods under irregular LDPC decoding. In Section 4.3, we outline

our theoretical approach, which involves manipulation of message-passing schedules, and

introduce a message-passing schedule that is easy to approximate. We then define reduction

and containment in terms of ensembles of local neighborhoods – put simply, reduction is

a way of relating two factor graphs where one is a subfactorization of the other, while

containment extends reduction to ensembles of factor graphs. Using Lemma 4.1, known

as the Reduction Lemma, we show that when two local neighborhoods are related under

reduction, they are also related in terms of probability of error. This lemma is used to prove

Theorems 4.3 and 4.4, which show that the standard message passing schedule has the same
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ultimate probability of error as the easy-to-approximate schedule. In Section 4.4, we use

this schedule to obtain a design tool based on the semi-Gaussian approximation. Finally, in

Section 4.5, we give some results, both concerning the operation of our proposed design tool,

and the good degree sequences that it obtains.

4.2 Irregular LDPC codes: DE and Scheduling

4.2.1 Irregular DE for the GE channel

In Chapter 3, we presented a DE algorithm for regular LDPC estimation-decoding in the

GE channel. In this section, we give the modifications required to adapt this algorithm to

irregular LDPC codes, which are relatively straightforward. Firstly, note that the Markov

subgraph does not change, regardless of the degree sequence. Thus, we need only concern

ourselves with modifications to DE in the LDPC subgraph. The resulting DE algorithm will

be used to analyze degree sequences obtained using the design tool.

Following [27], changes to messages passed from parity-check node to symbol variable

node and vice versa are as follows. Firstly, (3.20) is replaced with

Pj+1 = F−1

[
F(Zj)

vmax∑
i=1

λi(F(Sj))
i−1

]
, (4.1)

where vmax represents the maximum variable degree. Meanwhile, let S
(i)
j represent the density

of a message at the output of a parity-check node of degree i after the jth iteration. These

can be easily calculated from Pj using the procedure in [22], which we sketched in Chapter

3. In step 2, we calculate Sj using

Sj =
cmax∑
i=2

ρiS
(i−1)
j ,

where cmax is the maximum parity-check degree.

To replace (3.10) in the calculation of the extrinsic density Xj+1, a change in the variable

degree sequence is required. Ordinarily, the jth element of λ, represented λj, gives the

probability that an edge in the LDPC subgraph is connected to a variable node of degree j.

Since the densities Pj and Sj in the LDPC subgraph correspond to the message density on
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an arbitrarily selected edge, averaging over the elements of λ, as in (4.1), gives the correct

result. However, the edge along which the extrinsic message is passed is different, in that

each symbol variable node is attached to exactly one of these edges. Thus, the probability

that one of these edges is attached to a node of degree j is equal to the probability that an

arbitrarily selected symbol variable node has degree j.

Let λ̂ be the modified degree sequence, in which λ̂j is the probability that an arbitrarily

selected symbol variable node has degree j. Then

λ̂j =
λj/j∑vmax

i=1 λi/i
. (4.2)

Then (3.21) is replaced with

Xj+1 = F−1

[
vmax∑
i=1

λ̂i(F(Sj))
i

]
.

All other calculations in the DE algorithm are unmodified.

4.2.2 Message-passing schedules and local neighborhoods

In this section, we discuss the implications of message-passing schedules on local neighbor-

hoods for irregular LDPC codes. Recall the definition of the message-passing schedule from

Section 2.4, which we referred to this schedule as the standard message passing schedule. We

will use the performance of estimation-decoding under the standard schedule as a reference

point for comparison to other schedules.

Also, recall from Section 3.2, the definition of directed local neighborhood of e to depth d,

or N d
~e . Let y

(`)
e ⊆ y represent the channel observations that are included in the calculation

of the message passed along edge e after ` iterations. Then N 2`
~e is the factor graph which

represents the probabilistic relationship amongst the elements of y
(`)
e . Normally, we assume

that N 2`
~e is cycle free, which is true with Pr → 1 in the limit as the block length approaches

∞, as we showed in Theorem 3.1. To simplify the notation, sinceN 2`
~e results from ` iterations

of the standard schedule, we will write N (`)
~e := N 2`

~e .

If the LDPC code is irregular, the structure of N (`)
~e1

and N (`)
~e2

will usually be different

whenever e1 6= e2, since the degrees of the nodes are random. Thus, for a given degree
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sequence, and for constant `, there exists an ensemble of local neighborhoods consisting

of every possible arrangement of node degrees for an arbitrary edge e, and the associated

probability of each arrangement of node degrees. Formally, letting H be the factor graph of

an LDPC code with block length n → ∞, and letting CF(X ) represent the event that the

factor graph X is cycle free, the ensemble N(`) is given by

N(`) =
{

(N (`)
~e1
,Pr(N (`)

~e1
)) : e ∈ H,CF(N (`)

~e1
)
}
.

In other words, N(`) consists of every possible cycle free local neighborhood under ` iterations

of the standard schedule, such that this neighborhood could be associated with an arbitrary

edge e ∈ H; as well as their probabilities of occurrence for a randomly selected e ∈ H with

uniform distribution.

Define the length of a path through a factor graph as follows:

Definition 4.1 (Length) A path through a factor graph from edge f to edge e that traverses

exactly d nodes has a length of d.

It is easy to see that N(`) contains every local neighborhood with every possible path through

H of length 2`. We will refer to this as an `-complete ensemble to signify that it contains

those paths, and only those paths, with 2` check and variable nodes (i.e., corresponding to

` iterations).

Different message-passing schedules include other observations in the calculation, and

hence give rise to different local neighborhoods and ensembles. Consider the following

message-passing schedule:

Message Passing Schedule A. In one iteration, messages in the LDPC subgraph are

calculated and passed as in the standard message passing algorithm. At the same time, N

instances of message passing from factor to variable and vice versa are performed in the

Markov subgraph, where N > 1.

This schedule is comparable (though reverse) to the schedule from [47], where one operation

of estimating intersymbol interference was followed by K > 1 message-passing operations in

the LDPC subgraph. For any number of iterations larger than zero, the local neighborhood
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generated by this message-passing schedule is clearly not `-complete. We will designate a

local neighborhood for ` iterations of Schedule A with A(`)
~e , and its associated ensemble with

A(`), reserving the notation N (`)
~e and N(`) for `-complete neighborhoods. We shall show in

the next section that Schedule A is important to the study of approximate DE algorithms.

4.3 Factor Graphs and Approximation

In this section, we discuss the difficulties encountered in approximating DE for LDPC

estimation-decoding in the GE channel. To address these difficulties, we give our main

theoretical results; namely, that a schedule similar to Schedule A is both easy to approxi-

mate and has the same ultimate performance as the standard schedule. These results are

used to design a design tool for LDPC degree sequences in Section 4.4.

4.3.1 Message passing schedules for approximation

As we mentioned in the introduction, the existing LDPC approximation techniques use

a single parameter, denoted ν, to approximate extrinsic information densities. However,

the approximation of DE for LDPC decoding in Markov channels is complicated by the

requirement to account for channel estimation. Furthermore, in the GE case, the channel

information messages have a distribution which is clearly non-Gaussian and has no simple

characterization in any other family of densities.

To represent the parameter that approximates the extrinsic information after i iterations,

we will use the notation νi. Ideally, we would like a method to relate νi to the channel infor-

mation densities. That is, for each value of ν used to approximate the extrinsic information,

there should be a particular channel information density corresponding to that value. Thus,

νi would parameterize not only the extrinsic information density, but also an implicit family

of channel information densities, represented by cX(x). In other words, cX(x) would be de-

pendent on exactly one extrinsic density νi. This would allow precalculation of all possible

cX(x) for various pre-determined values of νi.

To accomplish this, consider the use of Schedule A, where N is very large. While the
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schedule is performing N Markov sub-iterations, the extrinsic information messages, and

hence their density, remains the same. We have observed that whenever the same extrinsic

message density is applied over a large number of iterations, a stable channel message density

will result, regardless of the initial channel message density. (A partial justification of this

statement is presented in Appendix 4.A.) Using this observation, suppose that the extrinsic

information densities passed to the channel are replaced by their single-parameter approxi-

mations. These are parameterized by ν ′i at the ith iteration, where the prime superscript is

used to distinguish “pure” extrinsic information that contains no channel information, such

as would be passed to a channel factor node. For each value of ν ′i, a stable channel density can

be obtained by applying a large number of operations through the Markov subgraph, using

the approximate extrinsic density corresponding to that value of ν ′i. Thus, under Schedule A,

the approximate channel density used to calculate νi may be expressed as cX(x) = f(ν ′i−1),

that is, as a function of only one extrinsic density.

Unfortunately, νi and ν ′i are generally different because they are calculated in different

ways, as shown in Fig. 4.1. Furthermore, since they are both obtained from extrinsic infor-

mation at the (i − 1)th iteration, from the figure we see that νi and ν ′i are both functions

of νi−1. Now suppose we are interested in calculating νi. From Fig. 2, we require the ex-

trinsic information message to the parity checks, parameterized by νi−1, and the extrinsic

information message to the channel factors, parameterized by ν ′i−1. Thus, the recursion to

generate νi may be written as a function of νi−1 and ν ′i−1. Furthermore, since ν ′i−1 is in turn

a function of νi−2, νi may be calculated as a function of νi−1 and νi−2.

Ideally, the relationship between νi and νi−1 should not depend on anything previous to

the (i− 1)th iteration. To accomplish this, we only need to make an adjustment to Schedule

A, to bring ν ′i into sync with νi:

Message Passing Schedule B. This schedule is largely the same as Schedule A except for

the order of message calculation, which is as follows:

1. An LDPC sub-iteration is performed. Of the messages calculated, only those messages

to channel factor nodes are retained; the rest are discarded.
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2. As in Schedule A, N > 1 Markov sub-iterations are performed, using the extrinsic

messages calculated in the first step.

3. An LDPC sub-iteration is performed, using the stable channel messages calculated in

the second step. Of the messages calculated, only those messages to parity check nodes

are retained; the rest are discarded.

This is distinct from Schedule A and the standard schedule, in which the sub-iterations are

calculated at the same time and do not use one another’s outputs in the same iteration.

From the perspective of the approximation, step 1 calculates ν ′i as a function of νi−1; step 2

then obtains the stable channel message density using ν ′i; and step 3 finishes the calculation

of νi as a function of νi−1 and the channel density found in step 2. The only change in

Fig. 4.1 is that the channel message is now f(ν ′i) rather than f(ν ′i−1), since the calculations

leading to νi are split up and re-ordered to allow ν ′i to “catch up” with νi.

As we shall show in the next three sections, the standard schedule has the same ultimate

performance as both Schedule A and Schedule B.

4.3.2 Reduction

As is the case with the standard schedule, if ` iterations of Schedule B are applied to the

factor graph H, an ensemble of local neighborhoods will arise. Similarly to Schedule A, we

use the notation B(`)
~e and B(`) to represent local neighborhoods and ensembles, respectively,

under ` iterations of Schedule B. We are interested in the situation where B(`) contains an

`1-complete ensemble, N(`1), and where B(`) is contained in an `2-complete ensemble, N(`2).

Clearly, there will be cases where the observations used in the calculations under j iterations

of one schedule will include all the observations used in k iterations of another schedule.

Thus, the local neighborhood for k iterations of the second schedule will include all the

factors and nodes that are contained in the local neighborhood for j iterations of the first

schedule. In this case, we will be able to apply the Side Information Lemma to compare the

Perr of the decoders represented by N(`1), B(`), and N(`2).

Keeping in mind the idea that one local neighborhood can include another, we now

introduce a useful extension of the Side Information Lemma, which we call a reduction.
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νi−1 νi−1

ν ′i

To a parity check node To a channel factor node

νi

f(ν ′i−1)

Figure 4.1: Different extrinsic message calculations for the message to a parity check, and for a

message to a channel factor. The input to both blocks is νi−1, representing the extrinsic density

at iteration i − 1. At the ith iteration, νi represents the message passed to the parity check,

while ν ′i represents the message passed to the channel factor.

Reductions apply to probability mass functions (PMFs) whose factor graphs are cycle free,

and deal with the consequences of deleting or adding observations in the outlying branches

of the tree. In particular, if all observations in a particular branch are deleted, then the

branch can be “pruned” from the factor graph using marginalization, whereas if observations

in a particular branch are added to a reduction, the branch can be “grafted” on to the

reduced factor graph, restoring the original system. There is a clear relationship to the Side

Information Lemma, in that the added or removed observations may be considered as side

information, which allows the error probability performance of the reduced system to be

compared to that of the original system.

To develop the idea of a reduction, suppose there exist a symbol x ∈ {0, 1} and an

observation y which are related by a conditional probability Pr(y | x), so that Pr(x, y) =
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Pr(y | x)Pr(x). In other words, y is the output of a channel with x as its input. So long

as the marginal probability of the pair (x, y) remains Pr(x, y), we are free to add hidden

variables at will. For instance, we can include an arbitrary random variable u so long as that

the joint PMF of (x, y, u) satisfies∑
u

Pr(x, y, u) = Pr(x, y).

Furthermore, if u is observed, by the Side Information Lemma we can clearly argue that

Perr(Dx(y, u)) ≤ Perr(Dx(y)). This is a particularly useful property if both y and (y, u) have

physical significance, because the channel with outputs (y, u) can be said to be better than

the channel with outputs y.

Consider a slightly more complicated example of this idea:

Example 4.1 Let x ∈ {0, 1} be a symbol, let y be an observation of x, and let h represent

a hidden random variable, such as a channel state, so that the joint density of (y, x, h) can

be written Pr(y, x, h) = Pr(y | x, h)Pr(x)Pr(h). We may include in the model an observation

yh of h (regardless of whether yh is observed or not), which is related to h by a conditional

probability Pr(yh | h), and which is conditionally independent of x given h. Then we may

write

Pr(y, yh, x, h) = Pr(y | x, h)Pr(yh | h)Pr(x)Pr(h).

If yh is hidden, we have that

Pr(yh | h)Pr(x)Pr(h)
∑
yh

Pr(yh | h) = Pr(y, x, h). (4.3)

Thus, the PMF for (y, yh, x, h) can be reduced to the original PMF for (y, x, h) through

marginalization.

The importance of this example can be seen by applying the Side Information Lemma.

The supposed observation of yh implies that Perr(Dx(y, yh)) ≤ Perr(Dx(y)). However, yh can

have an arbitrary density as long as (4.3) is satisfied. Thus, a carefully chosen yh can be

used to derive a bound on error performance in detection.

In the example, the variable h is shared by factors on either side of the reduction. Thus, the

variable h may be thought of as the “pruning point” of the reduction, since everything on

the branch beyond h is removed.
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Using reduction, an arbitrarily chosen PMF for a vector of observations can be reduced

to a core PMF of given observations, so that side information analysis can be applied. More

generally, consider a joint PMF Pr(x,h,y) for a symbol x ∈ {0, 1} with a (possibly) observed

random vector y = [y1, y2, · · · , ym] and a hidden random vector h = [h1, h2, · · · , hn]. Suppose

there exist partitions of y and h so that y is partitioned with an index set {0, 1, 2, · · · , b} as

y =
[
y(0),y(1), · · · ,y(b)

]
and h is partitioned with the same index, adding an extra term h̄ = [h̄1, h̄2, · · · , h̄b] of

“pruning points” with one term for each member of the index set, so that the partition of h

can be written as

h =
[
h(0), h̄0,h

(1), h̄1, · · · ,h(b), h̄b

]
.

Suppose the joint PMF Pr(x,h,y) can be factored

Pr(x,h,y) = f(x,h(0),y(0), h̄)
b∏

a=1

ga(h̄a,h
(a),y(a)). (4.4)

The idea is that for any a ∈ {1, 2, · · · , b}, (h(a),y(a)) are conditionally independent of

(h(0),y(0)) and x given h̄a due to the partitioning of y and h.

From (4.4), we may write

Pr(x,h(0),y(0), h̄) = f(x,h(0),y(0), h̄)
b∏

a=1

∑
h(a),y(a)

ga(h̄a,h
(a),y(a)),

which is called a reduction of Pr(x,h,y) with respect to x, and is equivalent to the PMF

Pr(x,h,y) if none of y(1),y(2), · · · ,y(b) are observed. An illustration of a reduction is given

in Fig. 4.2 using factor graphs. This leads to the following straightforward result.

Lemma 4.1 (Reduction) Let Pr(x,h,y) be a PMF satisfying (4.4) containing hidden vari-

ables h, observations y, and a hidden symbol x ∈ {0, 1}; and let Pr(x,h(0),y(0), h̄) be a

reduction of Pr(x,h,y) with respect to x. Let Dx(y) and Dx(y
(0)) be the optimal detectors

for x given y and y(0), respectively. Then:

• The optimal detector for x given y(0) is given by

Dx(y
(0)) = arg maxx

∑
h(0),h̄ Pr(x,h(0),y(0), h̄)∑

h(0),h̄,x Pr(x,h(0),y(0), h̄)
.
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x,h(0),y(0)

h̄1 h̄2 h̄n

h(1),y(1) h(2),y(2) h(b),y(b)

Reduction

Figure 4.2: An illustration of the reduction technique using factor graphs.

• Perr(Dx(y)) ≤ Perr(Dx(y
(0))).

Proof: To prove the first part of the lemma, we note that the optimal detector maxi-

mizes the a posteriori probability of x, i.e.,

Dx(y
(0)) = arg maxx

∑
h,y(1),··· ,y(b) Pr(x,h,y)∑

h,y(1),··· ,y(b),x Pr(x,h,y)

= arg maxx

∑
h(0),h̄ f(h(0),y(0), h̄)

∏b
a=1

∑
h(a),y(a) ga(h̄a,h

(a),y(a))∑
h(0),h̄,x f(h(0),y(0), h̄)

∏b
a=1

∑
h(a),y(a) ga(h̄a,h(a),y(a))

,

where the second equality follows from the definition of a reduction.

To prove the second part of the lemma, suppose the vector pair (y,y(0)) is provided to

the detector. Since y contains every element in y(0), y(0) may be obtained deterministically

given y, so the optimal detector given (y,y(0)) must be Dx(y,y
(0)) = Dx(y) for all y. By

the Side Information Lemma, removing y from the observation (y,y(0)) cannot improve the

probability of error, so Perr(Dx(y)) ≤ Perr(Dx(y
(0))).

In the sequel we shall use the Reduction Lemma by showing that certain types of side

information lead to reductions of local neighborhoods.
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Consider two scenarios concerning reductions which will become important in later sec-

tions. Firstly, for a PMF Pr(x,h,y), let Pr(x,h(0),y(0), h̄) be a reduction of the PMF with

respect to x. Furthermore, suppose Pr(x,h(0)′,y(0)′, h̄′) is a reduction of Pr(x,h(0),y(0), h̄)

with respect to x. Then it is easy to see that Pr(x,h(0)′,y(0)′, h̄′) is a reduction of Pr(x,h,y)

with respect to x. In other words, a reduction of a reduction is a reduction.

Example 4.2 Using y, x, h, and yh as defined in Example 4.1, include a (possible) obser-

vation y′, which is related to h through a conditional probability Pr(y′ | h). We already know

that

Pr(y, x, h) = Pr(yh | h)Pr(x)Pr(h)
∑
yh

Pr(yh | h),

so Pr(y, x, h) is a reduction of Pr(y, yh, x, h). However, we can also write

Pr(y, yh, x, h) = Pr(y | x, h)Pr(yh | h)Pr(x)Pr(h),
∑
y′

Pr(y′ | h)

so Pr(y, yh, x, h) is a reduction of Pr(y, yh, y
′, x, h). It is then clear that

Pr(y, x, h) = Pr(yh | h)Pr(x)Pr(h)
∑
yh

∑
y′

Pr(yh | h)Pr(y′ | h),

so Pr(y, x, h) is clearly a reduction of Pr(y, yh, y
′, x, h).

Furthermore, suppose for a PMF Pr(x,h,y) there exists a reduction Pr(x,h(0),y(0), h̄).

Then any PMF of the form Pr(x,h(0),y(0), h̄)Pr(w), where w is a random variable, either

hidden or observed, independent of x, h(0), y(0), and h̄, may also be considered a reduction

of Pr(x,h,y). It is easy to see that both statements in the reduction lemma also apply to

reductions of the form Pr(x,h(0),y(0), h̄)Pr(w).

Example 4.3 Using y, x, h, and yh as defined in Example 4.1, include an independent

random variable b. Then we can write Pr(y, x, h, b) = Pr(y, x, h)Pr(b) and Pr(y, yh, x, h, b) =

Pr(y, yh, x, h)Pr(b). Due to this factorization, it is clear that Pr(y, x, h, b) is a reduction

of Pr(y, yh, x, h, b) if and only if Pr(y, x, h) is a reduction of Pr(y, yh, x, h). Because b can

be ignored by the detector, we say that Pr(y, x, h, b) = Pr(y, x, h)Pr(b) is a reduction of

Pr(y, yh, x, h). This scenario will occur in Chapter 5.



Chapter 4: Designing Good LDPC Codes for the Gilbert-Elliott Channel 86

Example 4.4 (Markov Chain) Consider a vector x = [x1, x2, · · · , xn] ∈ {0, 1}n of sym-

bols, a vector s = [s1, s2, · · · , sn] ∈ Sn of channel states, and a vector y = [y1, y2, · · · , yn] of

observations. Suppose y, x, and s are related by Pr(y, s | x), as given in (2.6), and suppose

there exists a prior PMF on x that factors as Pr(x) =
∏n

i=1 Pr(xi). Include a new vector

x+ = [xn+1, xn+2, · · · , xn+k] ∈ {0, 1}k of symbols, a new vector s+ = [sn+1, sn+2, · · · , sn+k] ∈

Sk of channel states, and a new vector y+ = [yn+1, yn+2, · · · , yn+k] of (possible) observations.

Then we can write

Pr(y,y+, s, s+ | x,x+) = Pr(y, s | x)Pr(y+, s+ | x+, sn) (4.5)

due to the Markov dependence of sn+1 on sn.

We know that the channel state in a Markov channel depends only on the previous state,

so adding states at the end should make no difference to the channel model. This observation

leads directly to a reduction. Suppose there exists a prior PMF on x+ that factors as Pr(x+) =∏n+k
i=n+1 Pr(xi). Then letting x := xi for any 1 ≤ i ≤ n, h̄ ≡ h̄1 := sn, y(0) := y, y(1) := y+,

h(0) := [{s\sn}, {x\xi}], and h(1) := [s+,x+], (4.5) may be rewritten

Pr(y,y+, s, s+ | x,x+) = Pr(x,y(0),h(0), h̄)Pr(h̄1,y
(1),h(1))

which is of the form of (4.4). Thus, (y, s,x) is a reduction of (y,y+, s, s+,x,x+).

4.3.3 Reductions and Containment

Recall that a path through a factor graph is a sequence of adjacent edges and factors. If

every path in V(`2)
~e is contained in U (`1)

~e , then clearly every observation in V(`2)
~e is contained

in U (`1)
~e , and the PMF represented by U (`1)

~e at least includes all the factors in V(`2)
~e and their

associated variables. This also means that the factor graph V(`2)
~e is a subgraph of U (`1)

~e . For

example, under the standard message passing schedule, N (`)
~e is a reduction of N (`+1)

~e , since

N (`+1)
~e contains all paths of length 2` + 2 originating at e, and each path of length 2` is

clearly contained in each path of length 2`+ 2.

From our discussion of reductions, it would make sense that if one factor graph contains

all the paths in another factor graph, the two factor graphs are related through reduction.

The following lemma formalizes this observation.
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Lemma 4.2 Suppose V(`2)
~e is connected, and suppose U (`1)

~e is cycle free. Then V(`2)
~e is a

reduction of U (`1)
~e if and only if every path in V(`2)

~e is contained in U (`1)
~e .

Proof: (If) If every path in V(`2)
~e is in U (`1)

~e , and letting f(x,h(0),y(0), h̄) be the PMF

represented by V(`2)
~e , then f(x,h(0),y(0), h̄) must be a factor in U (`1)

~e . Furthermore, because

V(`2)
~e is connected and U (`1)

~e is cycle free, any factors in U (`1)
~e that are not in V(`2)

~e are a

function of at most one variable in h̄ (otherwise, a cycle would form). Thus, U (`1)
~e can be

written in the form of (4.4), so V(`2)
~e is a reduction of U (`1)

~e if every path in V(`2)
~e is contained

in U (`1)
~e .

(Only if) Suppose V(`2)
~e is a reduction of U (`1)

~e , but not every path in V(`2)
~e is contained

in U (`1)
~e . Then there exist factors in V(`2)

~e that are not present in U (`1)
~e , so V(`2)

~e cannot be a

reduction of U (`1)
~e , which is a contradiction. Thus, V(`2)

~e is a reduction of U (`1)
~e only if every

path in V(`2)
~e is contained in U (`1)

~e

When discussing the membership of local neighborhoods in ensembles, the notation will

be abused slightly, since the members of U(`) are local neighborhoods along with their prob-

abilities of occurrence. Since it is normally unambiguous to do so, we will generally write

U (`)
~e ∈ U(`) to mean (U (`)

~e ,Pr(U (`)
~e )) ∈ U(`). We now introduce the idea of a containment,

which is the generalization of a reduction to an ensemble of local neighborhoods. Using

reductions, we define containment as follows:

Definition 4.2 (Containment) An ensemble of local neighborhoods U(`) is said to contain

another ensemble V(`), written U(`) w V(`), if the joint PMF of elements in U(`) and V(`)

has the following property: for any U (`)
~e ∈ U(`) and any V(`)

~e ∈ V(`), Pr(U (`)
~e | V(`)

~e ) > 0 only

if V(`)
~e is a reduction of U (`)

~e .

Definition 4.2 may be understood by taking the members of V(`), and adding extra nodes

and edges to form the members of U(`). If U(`) w V(`) then intuitively, Pr(U (`)
~e | V(`)

~e ) > 0

can only occur when U (`)
~e includes V(`)

~e as a subgraph. Furthermore, by Bayes’ rule,

Pr(U (`)
~e | V(`)

~e )Pr(V(`)
~e ) = Pr(V(`)

~e | U (`)
~e )Pr(U (`)

~e ), (4.6)

so it is also true that Pr(V(`)
~e |U (`)

~e ) > 0 only if V(`)
~e is a reduction of U (`)

~e . By marginalization,

this means that Pr(U (`)
~e ) > 0 can occur only if U (`)

~e has at least one reduction in V(`), and
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Pr(V(`)
~e ) > 0 can occur only if V(`)

~e is a reduction of at least one member of U(`). In other

words, if U(`) w V(`), then V(`) contains those factor graphs which are the “building blocks”

of U(`) through reduction.

Let us return to the motivating observation from the beginning of this section, using our

new notation: that B(`) w N(`1), and N(`2) w B(`) for some `1 and `2. If Schedule B is used

for decoding, there exists a sequence of the ensembles B(`), for each ` ∈ {1, 2, · · · }, and the

containment results can apply to each ensemble in the sequence. In the next two results, we

will show that there exists a particular sequence of integers ~̀− containing the largest integers

so that B(i) w N(`−i ) for all i, and a particular sequence of integers ~̀+ containing the smallest

integers so that N(`+i ) w B(i) for all i.

Theorem 4.1 Let ~̀− := {`−1 , `−2 , · · · } be the sequence of integers where `−i is the largest

integer such that B(i) w N(`−i ). Then `−i ≥ i for all i.

Proof: Since B(`) represents an ensemble of local neighborhoods from an iterative

message-passing algorithm, this ensemble can be constructed recursively from B(`−1) and

B(1). This is done by taking every edge e attached to a leaf node in each local neighbor-

hood in B(1), and attaching a directed local neighborhood B(`−1)
~e corresponding to e. This

construction is illustrated in Fig. 4.3.

The proof then proceeds by induction, using the property that all possible local neighbor-

hoods with paths of length ` through H are in N(`). Clearly, for i = 1, every B(1)
~e corresponds

to one LDPC operation and N Markov message-passing operations (with an additional iter-

ation to calculate the extrinsic information), where N > 1. Thus, at least all the neighbors

of e to depth 1 must be included in B(1)
~e , so all possible paths of length 1 are in B(1), and

`−1 ≥ 1. To prove the inductive step, assume that `−i ≥ i, and construct B(i+1). From the

i = 1 case, we know that all possible paths of at least length 1 are in B(1). Using the recursive

construction of B(`), each of these paths of length 1 is concatenated with all possible paths

of at least length i, from B(i). Thus, B(i+1) contains all possible paths of length i + 1, so

`−i+1 ≥ i+ 1, which, using Lemma 4.2, proves the theorem.

Theorem 4.2 Let ~̀+ := {`+1 , `+2 , · · · } be the sequence of integers where `+i is the smallest

integer such that N(`+i ) w B(i). Then for all finite i, `−i ≤ `+i <∞.
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Section from a member
of B(1)

Leaf nodes

Free edges

A member of
B(`−1)

Figure 4.3: An illustration of the recursive construction of a member of B(`), similar to Fig. 3.9.

Proof: To show that `−i ≤ `+i , suppose the opposite: that there exists `+i such that

`−i > `+i . Then since N(`+i ) w B(i), and B(i) w N(`−i ), each member of N(`+i ) must contain

paths through H of length `−i , which is impossible since it can only contain paths of length

`+i , where `−i > `+i . Thus, using Lemma 4.2, `−i ≤ `+i .

To show that `+i <∞, for any finite i, any factor graph B(i)
~e can only use a finite number

of observations in the SPA calculations. Thus, for finite i there must be a finite maximum

path length. Thus, using Lemma 4.2, `+i <∞.

These results lead to our main theoretical result in the next section, which associates the
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containment relation to an ordering in terms of probability of error.

4.3.4 Containment and Probability of Error

Intuitively, if an ensemble U(j) contains another ensemble V(k), the SPA calculations in U(j)

have a larger observation space than those in V(k). Thus, it would seem that the calculations

in U(j) should be more reliable than those in V(k).

To show these results, we must make modifications to our probability of error notation

from Chapter 3. For a particular fixed local neighborhood U (`)
~e , we use the notation Perr(U (`)

~e )

as the probability of error for the symbol attached to the edge e, if U (`)
~e is the factor graph

used in decoding. As well, for an ensemble U(`), we use the notation Perr(U
(`)) to represent

the average probability of error over all local neighborhoods in the ensemble, that is,

Perr(U
(`)) :=

∑
U(`)

~e
∈U(`)

Perr(U (`)
~e )Pr(U (`)

~e ). (4.7)

For some Schedule U and Schedule V, these two results apply to respective factor graphs

U (j)
~e and V(k)

~e . In a regular LDPC code, in which there is only one type of local neighborhood

for a given schedule, the reduction lemma immediately implies the following: if V(k)
~e is a

reduction of U (j)
~e , then the probability of error under j iterations of Schedule U is less than

the probability of error under k iterations of Schedule V. Here we show that this result can

be generalized to ensembles related by containment:

Theorem 4.3 If U(j) w V(k), then for any symbol variable x in the factor graph H,

Perr(U
(j)) ≤ Perr(V

(k)).

Proof: Modifying (4.7) slightly, we may write

Perr(U
(`)) =

∑
V(`)

~e
∈U(`)

Pr(V(`)
~e | U (`)

~e )
∑

U(`)
~e

∈U(`)

Perr(U (`)
~e )Pr(U (`)

~e ). (4.8)

Let r represent the set of pairs (U (`)
~e ,V(`)

~e ) so that V(`)
~e is a reduction of U (`)

~e . Then the sum
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in (4.8) may be broken down as follows:

Perr(U
(`)) =

∑
(U(`)

~e
,V(`)

~e
)∈r

Pr(V(`)
~e | U (`)

~e )Pr(U (`)
~e )Perr(U (`)

~e )

+
∑

(U(`)
~e

,V(`)
~e

) 6∈r

Pr(V(`)
~e | U (`)

~e )Pr(U (`)
~e )Perr(U (`)

~e )

=
∑

(U(`)
~e

,V(`)
~e

)∈r

Pr(V(`)
~e | U (`)

~e )Pr(U (`)
~e )Perr(U (`)

~e ), (4.9)

where the second line follows from (4.6) and Definition 4.2. By a similar argument, we may

write

Perr(V
(`)) =

∑
(U(`)

~e
,V(`)

~e
)∈r

Pr(V(`)
~e | U (`)

~e )Pr(U (`)
~e )Perr(V(`)

~e ). (4.10)

However, for each pair (U (`)
~e ,V(`)

~e ) ∈ r, Perr(U (`)
~e ) ≤ Perr(V(`)

~e ) by the Reduction Lemma, and

thus each term in the sum from (4.9) is less than or equal to each term in the sum from

(4.10). Thus, Perr(U
(`)) ≤ Perr(V

(`)), which proves the theorem.

Now we may state the following important theorem, which states that the standard

schedule and Schedule B have the same performance in the limit of a large number of

iterations:

Theorem 4.4 For any symbol variable node x ∈ H, lim`→∞ Perr(B
(`)) = lim`→∞ Perr(N

(`)).

Proof: From an argument similar to Theorem 3.3, lim`→∞ Perr(N
(`)) exists and is finite

as `→∞. From Theorem 4.1, we have that B(i) w N(`−i ), where `−i ≥ i for all i. By Theorem

4.3, as i becomes large, this means lim`→∞ Perr(B
(`)) ≤ lim`→∞ Perr(N

(`)). From Theorem

4.2, we have that N(`+i ) w B(i), where `+i is finite and `+i ≥ `−i for all i < ∞. By Theorem

4.3, as i becomes large, this means lim`→∞ Perr(N
(`)) ≤ lim`→∞ Perr(B

(`)). Thus, from the

sandwiching, we conclude that lim`→∞ Perr(B
(`)) exists and is finite, and furthermore that

lim`→∞ Perr(B
(`)) = lim`→∞ Perr(N

(`)).

Theorem 4.4 is the main theoretical contribution of this chapter. Earlier in this section,

we pointed out that Schedule B is an easy schedule on which to base an approximation

algorithm. Theorem 4.4 is strongly encouraging to such an approximation, since the standard

schedule and Schedule B have the same performance as the number of iterations becomes

large.
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As an epilogue to this section, we would like to point out that Theorem 4.4 relies on

the limit of a large number of iterations and infinite block length; it says nothing about the

speed of convergence to the limit, which in our experience varies widely from schedule to

schedule. There remains much work to be done to optimize schedules for the fastest possible

convergence, as well as to optimize schedules for short LDPC codes.

4.4 Approximate DE Algorithms

In Section 4.3, we showed that Schedule B is useful in approximating estimation-decoding in

the GE-LDPC factor graph, for two reasons: the channel messages are stable, and dependent

on the input extrinsic message (rather than being dependent on the iteration number); and it

has the same ultimate performance as the standard schedule. In this section, we propose the

approximation algorithm by choosing a DE approximation from the literature, and adapting

it to the requirements of Schedule B.

4.4.1 The semi-Gaussian approximation

As we discussed in Section 4.3, the densities associated with the channel messages in GE-

LDPC estimation-decoding are distinctly non-Gaussian. Since most approximation tech-

niques in the literature rely on Gaussian channel densities, we are restricted to using the

expected value approximation from [29] and the semi-Gaussian approximation from [31]. Our

preliminary work has indicated that the expected value approximation is a poor candidate

in our channel, so the remainder of our work in this section will concern the semi-Gaussian

approximation (SGA).

The semi-Gaussian approximation has two features which distinguish it from the Gaus-

sian approximation (GA) [28]. Recall that all approximations use a single parameter ν to

characterize extrinsic information densities. Firstly, under the GA, ν is the mean of the ex-

trinsic message density; while under the SGA, ν is the probability of error of the density (i.e.,

the probability that the message value is less than zero). Secondly, and more importantly,

while the GA assumes that the densities at the output of both symbol variable nodes and
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Output message

Input messages

Channel message

Figure 4.4: An example factor graph segment over which the SGA is calculated, similar to a

figure from [31].

parity check nodes are both Gaussian, the SGA makes this assumption only about densities

at the output of the symbol variable nodes, where the Gaussian assumption is generally more

accurate. The SGA thus approximates the densities only at the inputs and outputs of blocks

such as in Fig. 4.4.

To implement the SGA for a particular (potentially non-Gaussian) channel and a particu-

lar degree sequence (λ, ρ), we must find the intermediate input-output characteristic function

given that the check degree sequence is ρ and the variable degree is k:

νout,k = φk(νin; ρ). (4.11)

Using these functions, the overall input-output characteristic function for a variable degree

sequence λ, designated φ(νin;λ, ρ), may be calculated as a linear combination of νout,k:

νout = φ(νin;λ, ρ) :=
vmax∑
k=1

λkφk(νin; ρ). (4.12)
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The following procedure is used to calculate the functions φk(νin; ρ):

Procedure A: Fixed-channel SGA

1. (Initialization 1) Let cx(x) represent the channel message density, and let p0 :=
∫ 0

−∞ cx(x)dx

be the channel probability of error. Let ~ν = {ν1, ν2, · · · , νn} be a set of n quantization

points for the interval [0, p0]. Let k = 2.

2. (Initialization 2) For each νi ∈ ~ν, let mi := (2 erfc−1(2νi))
2, and let

ex(x; νi) :=
1√

4πmi

exp

(
(x−mi)

2

4mi

)
(4.13)

be the family of Gaussian extrinsic information densities ex(x; νi) parameterized by νi.

3. For each ex(x; νi), calculate exact density evolution over the factor graph in Fig. 4.4,

using cx(x) as the channel density, ρ as the check degree sequence, and k as the variable

node degree. (We sketched the required procedure in Chapter 3. A detailed explanation

may be found in [22, 27].) Let êx(x; νi) be the resulting density.

4. For each νi ∈ ~ν, calculate the intermediate function

φk(νi; ρ) :=

∫ 0

x=−∞
êx(x; νi)dx, (4.14)

and interpolate between the points in ~ν to find the value of the function at other points.

5. Let k := k + 1. If k > c, stop; else, go to 3.

There is also a faster (yet slightly less accurate) algorithm from [31], using the principle of

intrinsic-extrinsic separation (IES). Essentially, this technique approximates the output ex-

trinsic message as Gaussian prior to the inclusion of the channel density cx(x), as in Fig. 4.5.

Thus, the input-output characteristic function may be precalculated without knowledge of

the channel density. To describe this procedure, we describe Procedure B1, in which the pure

extrinsic information is calculated, and Procedure B2, in which the characteristic functions

in (4.11) are calculated (separating these procedures will be useful in the next two sections):

Procedure B1: Pure Extrinsic Information. Calculate Procedure A, using cx(x) :=
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δ(x) , i.e., a delta function at zero, in place of the true channel message density. Use φ̂k(νi; ρ)

for νi ∈ ~ν to represent the output intermediate functions.

Procedure B2: Fixed channel IES. Firstly, run Procedure B1. For each νi ∈ ~ν, calcu-

late mi := (2 erfc−1(2φ̂k(νi; ρ)))
2, and obtain a Gaussian density êx(x; φ̂k(νi; ρ)) as in (4.13).

Finally, for each k ∈ {1, 2, · · · , c}, calculate

φk(νi; ρ) :=

∫ 0

x=−∞
êx(x; φ̂k(νi; ρ)) ? cx(x)dx,

where the operator ? represents convolution.

In the next two sections we will use both the full SGA and the SGA using separation to

design approximate DE algorithms.

4.4.2 Full SGA

Here we implement an algorithm for approximating DE over Schedule B, using the SGA. As

we argued in Section 4.3, if N is chosen to be sufficiently large, we can replace the channel

densities cx(x) with their stable counterparts, which are calculated on the assumption that

the true extrinsic message density is replaced by one of the functions ex(x; νi), indexed by

νi.

The procedure for finding these stable densities is as follows:

Procedure C: Stable Densities

1. Let ~ν ′ = {ν ′1, ν ′2, · · · , ν ′m} be a quantization of the interval [0, 0.5], so that ~ν ′ contains

the parameters which approximate the extrinsic information to the channel.

2. For each ν ′i ∈ ~ν, let mi := (2 erfc−1(2ν ′i))
2, and calculate ex(x; ν

′
i) as in (4.13).

3. For each ex(x; ν
′
i), obtain a channel density cx(x; ν

′
i) by performing N � 1 iterations

of channel estimation DE through the GE factor graph, using ex(x; ν
′
i) as the extrinsic

message density. This is done in the same manner as step 3 in the DE algorithm

described in Section 3.4.
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Output message

Input messages

Channel message

SGA approximation is applied to
the message along this edge

Figure 4.5: Intrinsic-extrinsic separation – the SGA approximation is applied to the message at

the output of the variable node, prior to the addition of the channel message – similar to a figure

from [31].

An appropriate value for N can be found in an ad-hoc manner, by examining the change in

the channel message after each iteration of channel estimation DE in step 3, and choosing

N where the change becomes small.

Now we concern ourselves with the intermediate functions. For each channel function

cx(x; ν
′
i) calculated using Procedure C, we need an input-output characteristic function de-

pendent on this channel, which is obtained using Procedure A. To emphasize the dependence

of this input-output characteristic on ν ′i, and to distinguish it from the memoryless charac-
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teristic functions, we write this intermediate function as

ψk(νin; ρ, ν
′
i).

Furthermore, as we argued in Section 4.3, the input parameter νin determines which of the

ψk(νin; ρ, ν
′
i) to use, so the functional relationship between νin and ν ′i must be found. From

Schedule B, the extra iteration through the LDPC subgraph which produces ν ′i represents

pure extrinsic information, which is also used in the first step of the IES procedure. Thus,

the relationship between νin and ν ′i can be calculated from intermediate functions using

Procedure B1, represented by φ̂k(νin; ρ).

These intermediate functions are calculated using the following procedure:

Procedure D: SGA with Channel Estimation

1. (Initialization step) Define p0 and ~ν as before, and use ex(x; νi) as in (4.13). Obtain a

full variable degree sequence λ and a check degree sequence ρ. Let k = 1.

2. (Precalculation) Run Procedure C to obtain cx(x; ν
′
i) for all ν ′i ∈ ~ν ′.

3. For each channel density cx(x; ν
′
i), and each variable degree j, 2 ≤ j ≤ c, calculate

intermediate functions φj(νin; ρ) using Procedure A.

4. Obtain φ̂k(νi; ρ) for all νi ∈ ~ν, and for all k ∈ {2, 3, · · · , c} using Procedure B1.

Note that step 2, marked “Precalculation”, only needs to be calculated once for each channel.

These results may be stored and re-used if a different check degree sequence is to be tested.

In Section 4.2, where we defined irregular DE for the GE-LDPC decoder, we averaged

densities for individual degrees over λ̂, defined in (4.2), rather than over λ. In calculating

the extrinsic message used to select a stable channel density, we must follow a similar pro-

cedure. Furthermore, since the message is passed along the edge from the channel, all of the

messages from the LDPC code are used, not all-but-one. We then calculate the input-output

characteristic function for the extrinsic information destined for the channel, which is given

similarly to (4.12) by

φ̂(νi;λ, ρ) :=
vmax∑
k=2

λ̂k+1φk(νi; ρ) (4.15)



Chapter 4: Designing Good LDPC Codes for the Gilbert-Elliott Channel 98

for each νi ∈ ~ν. A mapping h : ~ν → ~ν ′ is then obtained by choosing h(νi) as the element

of ~ν ′ that is closest to φ̂(νi;λ, ρ). The overall input-output characteristic function is then

calculated by

ψ(νi;λ, ρ) :=
vmax∑
k=2

λkψk(νi; ρ, h(νi)).

Note that both (4.15) and the above equation involve only linear combinations of the inter-

mediate functions calculated using Procedure D.

We will discuss the complexity of Procedure D in a later section. However, it is clear

that the required calculations in step 3 have high complexity, though (as we shall show) less

complexity than searching the space of degree sequences using exact DE.

4.4.3 SGA with intrinsic-extrinsic separation

We can take advantage of IES to dramatically reduce the complexity of the full SGA al-

gorithm. In Procedure D, much of the complexity stems from the requirement to calculate

an input-output characteristic for each variable degree and each channel density function,

in step 3. Since IES uses an intermediate Gaussian approximation after the pure extrinsic

information is calculated, but before the channel message is added, the approximation of the

extrinsic information density is separated from the channel density.

Procedures B1 and B2 dealt with IES when the channel density is fixed. Because extrinsic

information is unaffected by a changing channel density, procedure B1 can be retained, while

Procedure B2 is replaced by the following:

Procedure E: IES with Channel Estimation

1. (Precalculation) As in step 2 of Procedure D, run Procedure C to obtain cx(x; ν
′
i) for

all ν ′i ∈ ~ν ′.

2. (Precalculation) For each pair (η′(1), η′(2)) ∈ ~ν ′×~ν ′, calculate m := (2erfc−1(2ν ′(1)))2,

obtain a Gaussian density êx(x; ν
′(1)), and calculate

φ(νi;λ, ρ) :=

∫ 0

x=−∞
êx(x; ν

′(1)) ? cx(x; ν
′(2)))dx,

where the operator ? represents convolution.
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3. Run Procedure B1 to calculate φ̂(νi;λ, ρ) for all νi ∈ ~ν. As in step 4 of Procedure D,

run Procedure B1 to calculate φ̂k(ηi; ρ) for all νi ∈ ~ν.

Again, the step labeled “Precalculation” may be calculated in advance for all degree se-

quences.

4.4.4 Optimization of degree sequences

Under the SGA and all EXIT-like approximations, convergence occurs if and only if the

decoding “tunnel” is open everywhere – that is, the transfer functions never intersect. In

our case, this corresponds to the condition that ψ(ν;λ, ρ) < ν for all ν. Our goal in optimizing

these degree sequences is to obtain the degree sequence which maximizes rate, which still

achieves Perr → ε. However, since the parity check degree sequence is always fixed, from (2.2),

maximizing R corresponds to maximizing
∑vmax

`=1 λ`/`. Thus, the optimization problem we

gave in the introduction may be revised as follows:

Maximize
∑vmax

`=1 λ`/`

Subject to λ` > 0 ∀`;∑vmax

`=1 λ = 1;

ψ(ν;λ, ρ) < ν ∀ν.

Many optimization techniques exist to solve problems of this type. In particular, since

ψ(ν;λ, ρ) is formed by a linear combination of functions, and since the objective function∑vmax

`=1 λ`/` is linear, a variant of linear programming may be used, as suggested in [31].

4.4.5 Complexity of proposed algorithms

We have proposed two algorithms, Procedures D and E, to approximate density evolution

for GE-LDPC estimation-decoding. To demonstrate the value of these approximations as

design tools, we present a rough calculation to compare the complexity of the approximation

to the complexity of exact density evolution. Assume that the cost of one DE calculation

(i.e., DE for one full message-passing operation) in the Markov subgraph is κM units, and

the cost of DE calculation in the LDPC subgraph is κL units. Also assume that the cost of
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other operations is negligible (which accurately reflects our experience with DE). For exact

DE under the standard schedule, the complexity is then given by

(κL + κM)h, (4.16)

where h is the number of iterations.

Procedure D includes Procedures A, B1 and C. Procedure A calculates one iteration of

exact DE for each νi ∈ ~ν. Letting n be the length of ~ν, this means Procedure A requires nκL

units of computation. Procedure B1 is identical, except that the DE calculation involves a

null channel message. Thus, this procedure also requires nκL units. Procedure C performs

N iterations of DE through the Markov factor graph for each ν ′i ∈ ~ν ′. Letting m be the

length of ~ν ′, this requires NmκM operations. In Procedure D, Procedure A is performed

m times, Procedure B1 is performed once, and Procedure C is performed once. Thus, the

overall complexity of Procedure D is

NmκM + (m+ 1)nκL. (4.17)

Meanwhile, Procedure E includes Procedures B1 and C. Procedure B1 is performed twice,

once for each of the n members of νi ∈ ~ν, and Procedure C is performed once. This results

in a complexity of

NmκM + 2nκL. (4.18)

The variables in these expressions are normally functions of the maximum variable degree,

vmax. To make a simple complexity comparison using O(·) notation, we will use values

of n = m = κL = O(vmax) and κM = O(1), which are consistent with our experience.

Furthermore, N is dependent on the channel, and is thus constant with respect to c. Under

Procedure D, the complexity from (4.17) is given by O(v3
max), while under Procedure E, the

complexity from (4.18) is given by O(v2
max).

Meanwhile, exact DE has a complexity per degree sequence of O(vmax), assuming the

number of iterations is bounded for all degree sequences. As we argued above, Procedures

D and E need only be re-run if the check degree sequence changes, and optimization of

the degree sequence is done with respect to the variable degree sequence. Thus, so long

as exact DE searches through at least O(v3
max) variable degree sequences for optimization,
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both Procedures D and E are useful approximations. We believe that this condition is easily

satisfied – since the optimization problem with exact DE involves vmax−2 degrees of freedom,

searching for an optimal solution with exact DE will involve a number of degree sequences

that is exponential in vmax.

4.5 Results

We first give some results that illustrate the operation of our algorithms. Consider a GE

channel with parameters (b, g, ηB, ηG) = (0.01, 0.01, 0.15, 0.01). For this GE channel, we

precalculate the channel information message densities cx(x; ν
′
i) using Procedure C. Some

examples of such densities for various values of νi are given in Fig. 4.6, where N = 40.

Note that with decreasing ν ′i (corresponding to better extrinsic information), the “horns” of

cx(x; ν
′
i) become sharper. This phenomenon implies that, as expected, the channel estimates

are of higher quality; if the channel states were perfectly known, these horns would become

delta functions.

Our next results illustrate the effect of channel estimation on SGA analysis. In Procedure

D, we obtained intermediate functions ψk(ν; ρ, ν
′) using the densities obtained in Procedure

C. Some of these intermediate functions are given in Fig. 4.7, for the same GE channel

as in Fig. 4.6, and using a check degree sequence with ρ7 = 1 as the only nonzero entry.

For each variable degree k, we observe that decreasing ν ′ (corresponding to better extrinsic

information) causes the intermediate function to decrease everywhere. This has the effect of

opening up the decoding “tunnel”, which makes it more likely for the decoding procedure

to achieve Perr → 0. This is further illustrated in Fig. 4.8, where we illustrate a decoding

tunnel obtained using the intermediate functions in Procedure D and the trajectory taken

by the estimation-decoding algorithms through the various intermediate functions. In that

figure, the decoder begins on a trajectory that will result in decoding failure, though as the

extrinsic information improves, the tunnel ultimately opens.

Since we are using approximate DE, there is no guarantee of successful decoding in a

physical system. To determine how good a designed degree sequence is in terms of proximity

to the Shannon limit, we take the degree sequence and use exact DE, as described in Section
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Figure 4.6: An illustration of some stable channel message densities for various values of ν ′. The

figure on the right is a detail of the positive values of the function on the left.

4.2, to find a nearby channel in which successful decoding is achieved. There are two issues

of interest. Firstly, it is obviously interesting to determine how closely the degree sequences

obtained using Procedures D and E approach the Shannon limit. We will use the ratio of

code rate to channel capacity, R/C, as a metric in determining the goodness of the obtained

degree sequences. Secondly, Procedures D and E implement approximate DE with respect to

a particular GE channel c. If the approximation is sufficiently accurate, then the resulting

optimized degree sequence will achieve Perr → ε in c, which is a desirable property for a

system designer. These two issues will be investigated in our further results.

In Tables 4.2 through 4.7, we give some degree sequences designed for various GE chan-

nels, as well as the lowest-capacity channel in which the degree sequence is known to suc-

cessfully decode,1 and the corresponding value of R/C. For comparison, in Table 4.1 we

give these values for the (3,6)-regular and (3,4)-regular LDPC codes. Three interesting

1Due to the complexity of exact DE, our search for the channel with lowest capacity was not exhaustive,

so a higher value of R/C may be possible.
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Figure 4.7: An illustration of the effect of channel estimation on SGA approximation, with GE

parameters b = g = ηG = 0.01, and ηB = 0.22; and with ρ7 = 1.

conclusions can be drawn from these results:

• Comparing Table 4.2 to Table 4.4, which apply the same channel to Procedures D

and E, respectively, the accuracy of Procedures D and E seems to be nearly the same.

Thus, Procedure E seems to be preferable, due to its lower complexity.

• From Tables 4.3, 4.4, 4.5, and 4.6, Procedure E seems to be most accurate at rates

greater than 1/2, and the accuracy decays rapidly for low rates. However, degree

sequences designed using the procedure have the largest values of R/C for rates close

to 1/2.

• From all tables, both Procedures D and E seem to be most accurate, and have highest

R/C, when the vmax and cmax are relatively small. This is a concern, since channel
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Figure 4.8: A decoding tunnel (left), and the effect of channel estimation on convergence (right).

capacity can only be attained as cmax, vmax →∞.

Our analysis using exact DE shows that these degree sequences rarely achieve Perr → 0 in

the channel for which they were designed. We have found that a constraint on the value

of λ2 can somewhat improve the accuracy of the approximation, at the expense of a small

amount of rate, which can be observed in the second entry of Table 4.2.

The best degree sequences in the literature (such as in [32]) are given for the memoryless

Gaussian channel, and have thresholds extremely close to the Shannon limit. However, to

obtain a fair comparison with other available degree sequences, we should compare our results

against degree sequences optimized for similar channels. Very little work exists in this area;

however, the BSC has an impulsive channel density function, similarly to the GE channel

density function. In [27], Richardson and Urbanke presented a rate 1/2 degree sequence for

the BSC, directly optimized using DE, with R/C = 0.976. The best of our codes designed

using Procedures D and E typically have R/C values of around 0.95, implying that these

are indeed good degree sequences, although there remains room for improvement.

Furthermore, our proposed method can be used to design the best known codes for the
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GE channel. In the literature, the best available codes for this channel include regular

LDPC codes [50] and Turbo codes [53]. Comparing Table 4.1 to our results from Procedures

D and E, it is clear that our method provides degree sequences that significantly outperform

regular degree sequences. In [53], a rate-1/2 Turbo code was introduced that achieved

Perr = 10−6 in a channel with parameters (b, g, ηB, ηG) = (0.0044, 0.0156, 0.5, 0.0192). In

Table 4.7, we give an LDPC degree sequence with rate R = 0.5959, that achieves Perr →

10−6 in a GE channel with parameters (b, g, ηB, ηG) = (0.0044, 0.0156, 0.5, 0.021). From our

characterization results in Chapter 3, if an LDPC code achieves Perr → ε in a GE channel

with parameters (0.0044, 0.0156, 0.5, 0.021), it will achieve Perr → ε in a GE channel with

parameters (0.0044, 0.0156, 0.5, 0.0192).2 Thus, our design techniques have provided degree

sequences representing the best available codes for the GE channel.

Table 4.1: Regular degree sequences, for comparison

GE parameters (b, g, ηB, ηG) Degree values R/C

(0.01,0.01,0.5,0.038) λ3 = 1; ρ4 = 1 0.587

(0.01,0.01,0.197,0.01) λ3 = 1; ρ6 = 1 0.879

2The characterization results in Chapter 3 apply to regular codes, but we will generalize these results to

irregular codes in Chapter 5.
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Table 4.2: Degree sequences obtained using Procedure D for a channel with parameters

(b, g, ηB, ηG) = (0.01, 0.01, 0.22, 0.01), tested with DE.

GE parameters (b, g, ηB, ηG) Degree values R/C

(0.01,0.01,0.211,0.01) λ2 = 0.25, λ3 = 0.3829, λ7 = 0.1256, 0.948

λ8 = 0.2415; ρ7 = 1

(0.01,0.01,0.217,0.01) λ2 = 0.2, λ3 = 0.4821, λ9 = 0.3179; 0.945

ρ7 = 1

(0.01,0.01,0.196,0.01) λ2 = 0.2, λ3 = 0.282, λ8 = 0.1948, 0.952

λ9 = 0.1167, λ17 = 0.0253, λ18 = 0.1812;

ρ9 = 1

(0.01,0.01,0.197,0.01) λ2 = 0.15, λ3 = 0.3795, λ11 = 0.109, 0.941

λ12 = 0.2845, λ19 = 0.077; ρ9 = 1

Table 4.3: Degree sequences obtained using Procedure E for a channel with parameters

(b, g, ηB, ηG) = (0.01, 0.01, 0.15, 0.01), tested with DE.

GE parameters (b, g, ηB, ηG) Degree values R/C

(0.009,0.009,0.15,0.009) λ2 = 0.26, λ3 = 0.3984, λ4 = 0.2245, 0.922

λ5 = 0.1171; ρ7 = 1

(0.008,0.008,0.15,0.008) λ2 = 0.25, λ3 = 0.3683, λ6 = 0.3718, 0.940

λ7 = 0.0099; ρ8 = 1
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Table 4.4: Degree sequences obtained using Procedure E for a channel with parameters

(b, g, ηB, ηG) = (0.01, 0.01, 0.22, 0.01), tested with DE.

GE parameters (b, g, ηB, ηG) Degree values R/C

(0.01,0.01,0.224,0.01) λ2 = 0.25, λ3 = 0.3858, λ8 = 0.0784, 0.955

λ9 = 0.2858; ρ7 = 1

(0.007,0.007,0.216,0.01) λ2 = 0.2145, λ3 = 0.338, λ9 = 0.1302, 0.949

λ10 = 0.1934, λ12 = 0.1239; ρ8 = 1

(0.005,0.005,0.21,0.01) λ2 = 0.1877, λ3 = 0.2996, λ10 = 0.3333, 0.941

λ16 = 0.0615, λ18 = 0.118; ρ9 = 1

(0.003,0.003,0.21,0.01) λ2 = 0.1668, λ3 = 0.263, λ9 = 0.2455, 0.934

λ10 = 0.0001, λ14 = 0.1444, λ30 = 0.1114,

λ33 = 0.0688; ρ10 = 1

Table 4.5: Degree sequences obtained using Procedure E for a channel with parameters

(b, g, ηB, ηG) = (0.01, 0.01, 0.30, 0.01), tested with DE.

GE parameters (b, g, ηB, ηG) Degree values R/C

(0.008,0.008,0.295,0.01) λ2 = 0.2513, λ3 = 0.2777, λ6 = 0.0399, 0.929

λ10 = 0.2418, λ17 = 0.1893; ρ7 = 1

(0.006,0.006,0.28,0.01) λ2 = 0.2164, λ3 = 0.2377, λ6 = 0.003, 0.905

λ9 = 0.2802, λ19 = 0.0104, λ28 = 0.2524;

ρ8 = 1



Chapter 4: Designing Good LDPC Codes for the Gilbert-Elliott Channel 108

Table 4.6: Degree sequences obtained using Procedure E for a channel with parameters

(b, g, ηB, ηG) = (0.01, 0.01, 0.40, 0.01), tested with DE.

GE parameters (b, g, ηB, ηG) Degree values R/C

(0.01,0.01,0.362,0.01) λ2 = 0.2323, λ3 = 0.2537, λ10 = 0.1695, 0.868

λ12 = 0.0935, λ13 = 0.0099, λ41 = 0.0077,

λ46 = 0.2334; ρ7 = 1

(0.01,0.01,0.335,0.01) λ2 = 0.1999, λ3 = 0.2157, λ9 = 0.0622, 0.837

λ10 = 0.1497, λ20 = 0.0506, λ25 = 0.0212,

λ42 = 0.0472, λ68 = 0.2535; ρ8 = 1

Table 4.7: Degree sequences obtained using Procedure E for a channel with parameters

(b, g, ηB, ηG) = (0.0044, 0.0156, 0.50, 0.0192) (from [53]), tested with DE.

GE parameters (b, g, ηB, ηG) Degree values R/C

(0.0044,0.0156,0.50,0.021) λ2 = 0.25, λ3 = 0.6209, λ6 = 0.1291; 0.950

ρ7 = 1
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Appendices to Chapter 4

4.A Stable Densities for Channel Messages

In this appendix, we partially justify our approximation by showing that there exists a stable

(or invariant) distribution for the channel messages. We do not address the more difficult

question of convergence to this invariant distribution, although we have observed convergence

in applying the design techniques proposed in this paper.

We first show that the sequence of forward and backward messages form a Markov chain

under two conditions: firstly, that the independence assumption holds, and secondly, that

the extrinsic message density is always the same. The forward message αi forms a Markov

chain if

fα(αi | αi−1, αi−2, · · · ) = fα(αi | αi−1).

Under the SPA, αi is a function of the incoming forward message αi−1, the extrinsic message

χi, and the channel observation yi. Thus,

fα(αi, χi, yi | αi−1, αi−2, · · · ) = fα(αi | χi, yi, αi−1)fχi
(χi)Pr(yi | αi−1, αi−2, · · · ), (4.19)

since χi is independent of the forward messages. Furthermore, if si is the channel state

corresponding to the observation yi, we can write

Pr(yi | αi−1, αi−2, · · · ) =
∑
si∈S

Pr(yi | si)Pr(si | αi−1, αi−2, · · · )

=
∑
si∈S

∑
si−1∈S

Pr(yi | si)Pr(si | si−1)Pr(si−1 | αi−1)

= Pr(yi | αi−1)

where the second line follows from the fact that αi−1 contains summarized probabilities of

si−1, which are calculated using the SPA. Thus, from (4.19),

fα(αi | αi−1, αi−2, · · · ) =
∑
yi

∫
χi

fα(αi | χi, yi, αi−1)fχi
(χi)Pr(yi | αi−1)dχi

= fα(αi | αi−1),
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which is invariant for all i so long as all χi have the same density. A similar argument can

be made to show that the backward message is also a Markov chain.

Under some mild conditions, it is a well known result that the state probabilities of a

Markov chain approach a stable distribution if the state space S is finite and countable.

However, if S is uncountable, the existence of a stable distribution over the state space is

much more difficult to show. In this section adapt results from [58], firstly showing that

the forward message Markov chain satisfies the weak Feller property, which states that all

bounded, continuous functions on the state space are mapped into bounded, continuous

functions by the probability kernel [58, pp.134-137], as follows:

Lemma 4.3 The sequence [α1, α2, · · · ] forms a Markov chain which satisfies the weak Feller

property and the Positivity/Regularity Criterion.

Proof: Let Fyi
(αi, χi) represent the SPA calculation of αi+1 given yi, αi, and χi. For

fixed χi and yi, it is easy to show that this function is continuous. To show the weak Feller

property, for some αi we can represent the mapping of some bounded, continuous function

h(α) under the probability kernel:

Ph(αi+1) = E[h(Fyi
(αi, χi))]

=

∫
χi

h(Fyi=0(αi, χi))Pr(yi = 0 | αi)fχi
(χi)dχi

+

∫
χi

h(Fyi=1(αi, χi))Pr(yi = 1 | αi)fχi
(χi)dχi

= (αi(1− ηG) + (1− αi)(1− ηB))

∫
χi

h(Fyi=0(αi, χi))fχi
(χi)dχi

+(αiηG + (1− αi)ηB)

∫
χi

h(Fyi=1(αi, χi))fχi
(χi)dχi. (4.20)

Following the proof of [58, Prop 6.1.2], each integral in the last line of (4.20) results in

a continuous function of αi, and multiplication by linear functions of αi does not affect

continuousness. Thus, Ph(αi+1) is continuous, which is sufficient to show that the chain

satisfies the weak Feller property.

To show the Positivity/Regularity condition, we trivially select C := S, i.e., the entire

state space, and select V (α) = α. Since S = [0, 1], V (α) ≤ 1 always. Thus, the Positiv-

ity/Regularity condition is satisfied.
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Thus, we have the following result:

Theorem 4.5 There exists an invariant probability measure for the Markov chain sequence

[α1, α2, · · · ].

Proof: The theorem follows directly from Lemma 4.3 and [58, Thm 12.3.4].

Again, a very similar argument can be made for the backward message. Thus, there exist

invariant PDFs for both the forward and backward messages.

Finally, we note that the channel message is calculated directly from the forward and

backward messages. Thus, it is obvious that the channel message has a stable density if the

forward and backward messages have stable densities.



Chapter 5

Partial Ordering of

Markov-Modulated Channels

In Chapter 3, we introduced the problem of characterizing a parameter space with respect

to an LDPC code, and introduced several theorems which accomplished this task for the

GE channel. In this chapter, we extend and generalize these results by defining a partial

ordering over all Markov-modulated binary symmetric channels. We also show that this

partial ordering applies to irregular LDPC codes.

5.1 Introduction

For Markov channels, some analytical performance results exist for decoding using classical

codes, such as burst error correcting codes [59] and convolutional codes [60]. Knowledge

of the performance of LDPC decoding may be obtained using Monte Carlo simulation, or

using some analytical technique such as density evolution [22]. These techniques are time

consuming and can only examine one channel at a time, which complicates the analysis of

MMBSCs as a result of their large parameter spaces. For example, a memoryless binary

symmetric channel is characterized by a single parameter, whereas the GE channel, with

two channel states, is characterized by four parameters. In general, O(n2) parameters are

required to completely describe a family of n-state MMBSCs.

112
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As we argued in Chapter 3, efficiently characterizing this large parameter space requires

a method of relating the performance under LDPC decoding of different points within the

parameter space. That is, if the probability of error for some channel c is known, this should

imply something about the performance for a region of points neighboring c. Ordering of

channels in terms of probability of error is a problem that goes back as far as Shannon. In

[61], he described a partial ordering of memoryless channels, such that if channels k1 and k2

were ordered k1 ⊇ k2, then for some code in k2 with a given probability of codeword error,

there exists an equally good or better code for k1 in terms of probability of codeword error.

In this chapter, our main accomplishment is to present a recursive method for construct-

ing MMBSCs, which relies on a generalization of the segmentation technique from Chapter

3. We then show that this recursive construction results in a partial ordering of MMBSCs

in terms of probability of error – somewhat weaker than Shannon’s result in that the appli-

cation of the result is restricted to decoding in the limit of long block length, and in that

it applies to symbol error probability, rather than codeword error probability. These results

are obtained in part by generalizing techniques for the characterization of the GE parameter

space, introduced in Chapter 3. We also generalize this result to irregular LDPC codes, us-

ing the local neighborhood ensembles defined in Chapter 4. We particularly refer to LDPC

decoding, though the only feature of LDPC codes that we require is that the length of a

given cycle approaches ∞ with probability 1. Since many other codes share this property,

generalization of our results to other types of codes, such as Turbo codes, is possible.

The remainder of this chapter is organized as follows. In Section 5.2, we generalize

the ideas of BSC concatenation, state scrambling, and segmentation, first introduced in

Chapter 3, to MMBSCs. However, we do this with a different focus, in that we are now

interested in manipulating individual Markov chains in a local neighborhood, rather than the

local neighborhood as a whole. In Section 5.3, we describe results relating the performance

of MMBSCs with different numbers of states, then show that all these results lead to a

partial ordering, and discuss the consequences of constructing MMBSCs with inaccessible

and indistinct states. In particular, we introduce Theorem 5.5, which is the main theoretical

contribution of this chapter, showing that channels with different numbers of states can

be compared. In Section 5.4, we give some techniques for determining whether two given
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channels are comparable under the partial ordering we propose. In Section 5.5, we generalize

our partial ordering results derived for regular LDPC codes to irregular LDPC codes. Finally,

In Section 5.6, examples illustrating these techniques are presented.

5.2 Manipulation of MMBSC Markov Chains

In this section, we introduce several results that allow the manipulation of Markov chains

within cycle free factor graphs. These results partially generalize our results from Chapter

3 concerning the characterization of the GE channel. However, the results in this section

by themselves are not useful for characterizing an MMBSC parameter space. Instead, these

results are intended for use with our results in Section 5.3, where we introduce our partial

ordering. Our proof techniques in this section are related to those in Chapter 3, though we

also make use of the Reduction Lemma from Chapter 4.

Throughout this section we assume that the LDPC codes in question are regular. This

assumption will be relaxed in Section 5.5.

5.2.1 Application of Side Information to MMBSCs

We introduce a slightly different representation of (2.7), in which we focus on the Markov

chains present in a local neighborhood. Let I be an index set for the contiguous Markov

chain segments in a local neighborhood N (`)
~e . The states in N (`)

~e are labeled sj,i, where j is

a time index and i ∈ I is the Markov chain to which sj,i belongs. Under the independence

assumption, we assume that sj1,i1 and sj2,i2 are independent for all j1 and j2 if i1 6= i2. Then

N (`)
~e is a factor graph representing a probabilistic model given by

Me(y, s,x) =
∏
i∈I

Pr(s1,i)
v−1∏
j=1

Pr(sj+1,i | sj,i)Pr(yj,i | xj,i, sj,i)

·
∏
k∈K

hk(xφk(1), xφk(2), · · · , xφk(dc)), (5.1)

where vi represents the length of the ith Markov chain. Our results in this section will concern

the manipulation of the Markov chain segments. In particular we will use a modification of
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(5.1), given by

Me(y, s,x) = Pr(s1,h)

vh∏
j=1

Pr(sj+1,h | sj,h)Pr(yj,h | xj,h, sj,h)

·
∏

i∈{I\h}

Pr(s1,i)

vi∏
j=1

Pr(sj+1,i | sj,i)Pr(yj,i | xj,i, sj,i)

·
∏
k∈K

hk(xφk(1), xφk(2), · · · , xφk(dc)), (5.2)

where the index h ∈ I represents a given Markov chain segment with PMF

Prh(yh, sh | xh) = Pr′(s1,h)

vh∏
j=1

Pr′(sj+1,h | sj,h)Pr′(yj,h | xj,h, sj,h). (5.3)

The PMF of the other Markov chain segments in I are not necessarily the same as the PMF

of the segment h, and in fact our results will not require the segments i to have the same

PMF for each i ∈ I. In other words, as long as the factor graph is cycle free, it is admissible

that each segment could be from a different MMBSC, since we are only interested in the

Markov chain indexed by h.

The descriptions of these methods are largely the same as those from Chapter 3. We

reiterate them to account for the subtle differences that arise from the larger state space in

an MMBSC.

BSC Concatenation

The first result arises from the observation that an MMBSC concatenated with an indepen-

dent BSC with inversion probability p is an MMBSC with different inversion probabilities.

For some point c = (P,n) in the MMBSC parameter space, there exists a family of related

points c′(p) = (P,n′(p)), where η′σi
(p) = ησi

+(1−2ησi
)p for all σi ∈ S. It is easy to show that

the inversion probabilities n′(p) arise from concatenating the MMBSC with a BSC having

inversion probability p, which leads to the following result.

Theorem 5.1 Let Prh(yh, sh | xh) represent a Markov chain as in (5.3) generated with

MMBSC parameters c = (P,n), and let Prh(y
′
h, sh | xh) represent a Markov chain gener-

ated with MMBSC parameters c′(p) = (P,n′(p)). Then there exists a hidden variable z such

that if z is observed, Prh(y
′
h, z, sh | xh) = Prh(yh, sh | xh)Pr(z).
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Proof: Suppose z is an independent Bernoulli random process, so that z ∈ {0, 1}vh and

Pr(zi = 1) = p. Furthermore, suppose that y′h = yh ⊕ z, where ⊕ represents componentwise

modulo-2 addition. If z is observed, it is straightforward to show that Pr(y′h,j |sh,j, xh,j, zj) =

Pr(y′h,j⊕zj|sh,j, xh,j) = Pr(yh,j|sh,j, xh,j), which is obtained from n. Thus, Pr(y′h,j, zj|sh,j, xh,j) =

Pr(yh,j | sh,j, xh,j)Pr(zj), and by using this substitution for each term in Prh(y
′
h, z, sh | xh),

the theorem follows.

Notice that the extra factor of Pr(z) makes no difference to maximum a posteriori detection,

since it is a constant factor which is removed under the maximization. Thus, the optimal

detector for Prh(yh, sh | xh)Pr(z) is the same as the optimal detector for Prh(yh, sh | xh), so

the only role played by z is to recover yh from y′h.

By the Side Information Lemma, a detector containing the Markov chain indexed by h

and depending on the observations y′h (arising from the inversion probabilities n′(p)) will

have improved performance with the additional observation of z. The joint observation

of (y′h, z) is equivalent to observing yh (arising from the inversion probabilities n). Each

element of n is clearly smaller than each corresponding element of n′(p). Thus, Theorem 5.1

once again confirms our intuition that smaller inversion probabilities are better than larger

inversion probabilities, at least in the specific case of BSC concatenation.

State Scrambling

The second result arises from a generalization of state scrambling. Suppose an MMBSC-

like channel exists where the state sequence ŝ ∈ Sn is generated through the following

procedure. As before, et s ∈ Sn be some MMBSC state sequence generated with state

transition probability matrix P, let s′ ∈ Sn be some sequence with independently selected

elements such that Pr(s′i) = Pr(si) (i.e., with the same marginal probability as s), and

let u ∈ {0, 1}n be some independent Bernoulli random sequence (called the scrambling

sequence), where Pr(ui = 1) = ψ. Then for all i ∈ {0, 1, · · · , n}, define

ŝi =

 si, ui = 0;

s′i, ui = 1.
(5.4)
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The resulting state sequence ŝ results in a noise sequence which is indistinguishable from

an MMBSC with the same P but modified inversion probabilities. In particular, it is

straightforward to show that scrambling with parameter ψ, 0 ≤ ψ ≤ 1, applied to an

MMBSC c = (P,n) results in a channel equivalent to an MMBSC ĉ(ψ) = (P, n̂(ψ)), where

η̂σi
(ψ) = (1− p)ησi

+ pη̄ for all σi ∈ S, and where

η̄ :=
∑
s∈S

Pr(s)ηs (5.5)

is the average inversion probability in the channel (P,n), replacing (3.1).

Let Prh(yh, sh |xh) represent a Markov chain as in (5.3) generated with MMBSC param-

eters c = (P,n), and let Prh(ŷh, ŝh | xh) represent a Markov chain generated with MMBSC

parameters ĉ(ψ) = (P, n̂(ψ)). Then side information can be used to manipulate the state

scrambled Markov chain:

Theorem 5.2 Let Pr(xh) be any prior density on xh that factors independently as Pr(xh) =∏vh

j=1 Pr(xj,h), and let uh and s′h be the scrambling sequence and scrambled state sequence,

respectively. Then with knowledge of uh, there exists a relabeling of ŷh, ŝh, s′h, and xh to

y
(0)
h , s

(0)
h , and x

(0)
h so that Prh(y

(0)
h , s

(0)
h | x(0)

h )Pr(x
(0)
h ) is a reduction of Prh(yh, sh | xh)Pr(xh)

with respect to any xj,h ∈ xh.

Proof: The proof technique is illustrated in Fig. 5.1, and is somewhat similar to the

technique illustrated in Fig. 3.15. Prh(ŷh, ŝh|xh) arises from a state scrambler with parameter

ψ, where ŝh is the output state sequence defined componentwise in (5.4). If uh and s′h are

included as hidden variables in Prh(ŷh, ŝh,uh, s
′
h | xh), this expression may be rewritten as

Prh(ŷh, ŝh,uh, s
′
h | xh) =

Pr(ŝ1,h)

vh∏
j=1

Pr(uj,h)Pr(s′j,h)Pr(ŝj+1,h | ŝj,h)Pr(yj,h | xj,h, ŝj,h, s
′
j,h, uj,h), (5.6)

where

Pr(yj,h | xj,h, ŝj,h, s
′
j,h, uj,h) =

 Pr(yj,h | xj,h, ŝj,h), uj,h = 0;

Pr(yj,h | xj,h, s
′
j,h), uj,h = 1,

where both Pr(yj,h | xj,h, ŝj,h) and Pr(yj,h | xj,h, s
′
j,h) are obtained from the inversion proba-

bilities n.
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If uh is observed, (5.6) may be rewritten

Prh(ŷh, ŝh,uh, s
′
h | xh) =

Pr(uh)Pr(ŝ1,h)

vh∏
j=1

Pr(ŝj+1,h | ŝj,h)
∏

k:uk,h=0

Pr(ŷk,h | ŝk,h, xk,h)

·
vh∏

j=1

Pr(s′j,h)
∏

k:uk,h=1

Pr(ŷk,h | s′k,h, xk,h), (5.7)

which is composed of independent terms at those indices where uk,h = 1.

Consider any xj,h ∈ xh, the symbol with respect to which the reduction is performed.

The relabeling that leads to a reduction proceeds in two steps. Firstly, we show that

a rearrangement of Prh(ŷh, ŝh,uh, s
′
h | xh)Pr(xh) can be expressed in a form similar to

Prh,uh
(yh, sh |xh)Pr(xh). Subsequently, we extract those terms still connected to the symbol

xj,h and give them the superscript (0) to complete the relabeling.

For xj,h, if uj,h = 0, then from (5.7) the terms with indices k : uk,h = 1 and the terms

in s′h are independent of xj,h and may be discarded. In this case, assigning yk,h := ŷk,h and

sk,h := ŝk,h for all k : uk = 0, the right hand side of (5.7) may be rearranged

Pr(uh)Pr(s1,h)

vh∏
j=1

Pr(sj+1,h | sj,h)
∏

k:uk,h=0

Pr(yk,h | sk,h, xk,h)Pr(xk,h)

·
vh∏

j=1

Pr(s′j,h)
∏

k:uk,h=1

Pr(ŷk,h | s′k,h, xk,h)Pr(xk,h). (5.8)

Note that (5.8) contains some, but not all, of the terms in Prh,uh
(yh, sh | xh)Pr(xh). In fact

this suggests a reduction, since the missing observations can be “grafted” on to the PMF

given by (5.8):

Pr(uh)Pr(s1,h)

vh∏
j=1

Pr(sj+1,h | sj,h)
∏

k:uk,h=0

Pr(yk,h | sk,h, xk,h)Pr(xk,h)

·
vh∏

j=1

Pr(s′j,h)
∏

k:uk,h=1

Pr(ŷk,h | s′k,h, xk,h)Pr(xk,h)

·
∑

yk,h,xk,h

∏
k:uk=1

Pr(yk,h | sk,h, xk,h)Pr(xk,h). (5.9)

The middle term in (5.9) is independent of xj,h. We previously argued that PMFs of the

form of a reduction, which contain independent terms, are still a reduction, so these terms
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are not an impediment. Finally, letting K represent these independent terms, we may write

Prh(ŷh, ŝh,uh, s
′
h | xh)Pr(xh)

= KPrh,uh
(yh, sh | xh)Pr(xh)

= KPr(uh)Pr(s1,h)

vh−1∏
k=1

Pr(sk+1,h | sk,h)
∏

k:uk,h=0

Pr(yk,h | sk,h, xk,h)Pr(xk,h)

·
∏

k:uk,h=1

∑
yk,h,xk,h

Pr(yk,h | sk,h, xk,h)Pr(xk,h). (5.10)

To complete the reduction, apply a second relabeling to (5.10): for all k : uk,h = 0, let

y
(0)
k,h := yk,h, s

(0)
k,h := sk,h, and x

(0)
k,h := xk,h. Furthermore, let y(a) = ya,h, h(a) = xa,h, and

h̄a = sa for the set a : ua,h = 1. The terms y
(0)
k,h, s

(0)
k,h, and x

(0)
k,h are clearly all the terms

outside of the summation in (5.10), so the relabeled PMF Prh(y
(0)
h , s

(0)
h | x(0)

h )Pr(x
(0)
h ) is a

reduction of Prh(yh, sh | xh)Pr(xh).

If uj,h = 1, then all terms in (5.7) are independent of xj,h except Pr(s′j,h)Pr(ŷj,h | s′j,h, xj,h)

(because the state associated with xj,h was independently selected), so assigning yj,h := ŷj,h

and sj,h := s′j,h, we may rearrange (5.7) as

Prh(ŷh, ŝh,uh, s
′
h | xh)Pr(xh)

= Prh,uh
(yh, sh | xh)Pr(xh)

= Pr(uh)Pr(s1,h)Pr(yj,h | sj,h, xj,h)Pr(xj,h)

vh∏
k=1

Pr(sk+1,h | sk,h)

·
∏

k:k 6=j

∑
yk,h,xk,h

Pr(yk,h | sk,h, xk,h)Pr(xk,h).

By a similar argument, assign y
(0)
j,h := yj,h, s

(0)
j,h := sj,h, and x

(0)
j,h := xj,h, with y(a) = ya,h, h

(a) =

xa,h, and h̄a = sa,h for the set a : a 6= j. Then the relabel led PMF Prh(y
(0)
h , s

(0)
h |x(0)

h )Pr(x
(0)
h )

is a reduction of Prh(yh, sh | xh)Pr(xh).

From Theorem 5.2 we have that the joint observation (ŷh,uh) is equivalent to a reduction

of a Markov chain for the observation yh. Thus, by the Reduction Lemma, a system incorpo-

rating the Markov chain indexed by h and the observations yh will have better performance

than a system incorporating (ŷh,uh) for each value of uh; while by the Side Information

Lemma, (ŷh,uh) has better performance than ŷh. We know that yh arises from inversion



Chapter 5: Partial Ordering of Markov-Modulated Channels 120

ŝi−1,h ŝi,h ŝi+1,h ŝi+2,h

Pr(ŷi−1,h | ŝi−1,h, xi−1,h)Pr(ŷi,h | ŝi,h, xi,h) Pr(ŷi+1,h | ŝi+1,h, xi+1,h)Pr(ŷi+2,h | ŝi+2,h, xi+2,h)

si−1,h si,h si+1,h si+2,h

Pr(ŝi,h | ŝi−1,h) Pr(ŝi+1,h | ŝi,h) Pr(ŝi+2,h | ŝi+1,h)

Pr(si,h | si−1,h) Pr(si+1,h | si,h) Pr(si+2,h | si+1,h)

xi−1,h xi,h xi+1,h xi+2,h

ui = 1

xi−1,h xi,h xi+1,h xi+2,h

Pr(ŷi,h | s′i,h, xi,h)Pr(yi−1,h | si−1,h, xi−1,h) Pr(yi+1,h | si+1,h, xi+1,h)Pr(yi+2,h | si+2,h, xi+2,h)

Figure 5.1: An illustration of the proof technique in Theorem 5.2. An edge is deleted wherever

ui = 1, which disconnects the factor graph, and results in a reduction.of the factor graph for

Pr(yh, sh | xh)Pr(xh).
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probabilities n, while ŷh arises from inversion probabilities n̂(ψ) = (1−ψ)n+ψ~η, where ~η is

a vector of length |S|, where every element is η̄, the average inversion probability of n given

in (5.5). It is easy to see that the average inversion probability for n̂(ψ) is η̄. Furthermore,

for any value greater than 0 of ψ, the contrast among the inversion probabilities is reduced,

and in fact as ψ approaches 1, the inversion probabilities n̂(ψ) approach ~η and become nearly

the same. This once again confirms our intuition that for the same η̄, an MMBSC with larger

contrast between state inversion probabilities is better than one with smaller contrast.

Segmentation

The third result arises from a generalization of segmentation. Suppose an MMBSC-like

channel with state sequence s∗ ∈ Sn is generated in the following manner. Let S = {s(i)}∞i=1

be a family of independently generated state sequences, where each s(i) ∈ Sn is generated

with state transition probability matrix P, let u ∈ {0, 1}n be an independent Bernoulli

sequence with Pr(ui = 1) = ζ, and let ωi =
∑i

j=1 uj. Then for all i ∈ {1, 2, · · · , n},

s∗i = s
(ωi)
i . That is, s∗ is formed by taking segments from each row of S. It can be shown

that the probability of any s∗ is equivalent to the probability of a MMBSC state sequence

with a modified state transition probability matrix.

Let Prh(yh, sh |xh) represent a Markov chain as in (5.3) generated with MMBSC param-

eters c = (P,n), and let Prh(y
∗
h, s

∗
h | xh) represent a Markov chain generated with MMBSC

parameters c∗(ζ) = (P∗(ζ),n), where P ∗
ij(ζ) = (1− ζ)Pij + ζPr(s = σj). Then side informa-

tion may be used to manipulate the segmented Markov chain:

Theorem 5.3 Let Pr(xh) be any prior density on xh that factors independently as Pr(xh) =∏vh

j=1 Pr(xj,h), and let uh and Sh represent the segmentation sequence and the ensemble of

state sequences, respectively. Then with knowledge of uh, there exists a relabeling of y∗h,

s∗h, Sh, and xh to y
(0)
h , s

(0)
h , and x

(0)
h so that Prh(y

(0)
h , s

(0)
h | x(0)

h )Pr(x
(0)
h ) is a reduction of

Prh(yh, sh | xh)Pr(xh) with respect to any xj,h ∈ xh.

Proof: The proof proceeds similarly to the proof of Theorem 5.2, so we present

a brief sketch of the differences. Consider any contiguous segment of the Markov chain

Pr(s1,h)
∏vh

i=1 Pr(s∗i+1,h | s∗i,h)Pr(y∗i,h | xi, s
∗
i,h), where Pr(s∗i+1,h | s∗i,h) is given by P∗. Given side
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knowledge of uh, we have Pr(s∗i+1,h | s∗i,h, ui,h = 0) = Pr(si+1,h | si,h), and Pr(s∗i+1,h | s∗i,h, ui,h =

1) = Pr(si+1,h), where Pr(si+1 | si) is given by P. For every index i where ui = 1,

Pr(y∗h,uh, s
∗
h,Sh | xh)Pr(xh) factors into independent terms, as in Theorem 5.2. Since ωi

can be calculated for all i with knowledge of uh, we know that the only terms still dependent

on xj,h are those terms where ωk = ωj, since those terms came from the same Markov state

sequence. The relabeling is accomplished by letting y
(0)
k,h = y∗k,h, s

(0)
k,h = s∗k,h, and x

(0)
k,h = xk,h

for all k : ωk = ωj.

By a similar argument to the previous two theorems, from Theorem 5.3 it is clear that

a system incorporating the Markov chain with index h and observations yh has better per-

formance than a system incorporating observations y∗h. In this case, for any value of ζ > 0

the state transition probability matrix P∗(ζ) contains probabilities closer to the marginal

state probabilities than P, which corresponds to a reduction in channel memory – that is,

the influence that the current state has over subsequent states. This confirms once again

our intuition that for the same state inversion probabilities, a channel with longer channel

memory is better than a channel with shorter channel memory.

Manipulating Markov chains by composition

Theorems 5.1, 5.2, and 5.3 may be used simultaneously to relate Markov chains with pa-

rameters (P,n) that occupy regions in the MMBSC parameter space. Suppose c̃(p, ψ, ζ) =

(P∗(ζ), n̂′(p, ψ)) is a point in the MMBSC parameter space that results from a point c =

(P,n) following simultaneous application of a concatenated BSC with parameter p, state

scrambling with parameter ψ, and segmentation with parameter ζ. The set of all c̃(p, ψ, ζ)

for 0 ≤ p ≤ 0.5, 0 ≤ ψ ≤ 1, and 0 ≤ ζ ≤ 1 is designated {c̃} and is called the degraded

family of c.

We may ask whether the order of applying the three operations is relevant. Clearly,

since segmentation only alters the state transition probability matrix, that technique can be

applied independently of BSC concatenation and state scrambling, so we are only concerned

with the order of applying the latter two operations. Starting with an inversion probability
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vector n, by applying BSC concatenation first, the resulting inversion probability vector is

n̂′(p, ψ) = (1− ψ)(n′(p)) + ψ~η∗

= (1− ψ)(p~1 + (1− 2p)n) + ψ(p~1 + (1− 2p)~η)

= p~1 + (1− 2p)((1− ψ)n + ψ~η)

= p~1 + (1− 2p)n̂(ψ), (5.11)

where ~1 is an all-1 vector of length |S|, and the last line is the inversion probability vector

if state scrambling is applied first. Thus, the order of application is irrelevant.

Combining the notation from all three theorems, let Prh(ŷ
′∗
h | ŝ∗h,xh) be a Markov chain

segment for c̃(p, ψ, ζ) = (P∗(ζ), n̂′(p, ψ)), as in (5.3). Then we can “unwrap” the simultane-

ous application of the three techniques for any member of the degraded family, as follows:

• From Theorem 5.1, there exists side information z so that

Prh(ŷ
′∗
h , z, ŝ

∗
h | xh) = Prh(ŷ

∗
h, ŝ

∗
h | xh)Pr(z),

eliminating the effect of the BSC.

• From Theorem 5.2, with side information uh and other hidden variables, there is a rela-

beling of the variables in Prh(ŷ
∗
h, ŝ

∗
h |xh)Pr(xh) which results in a reduction of the PMF

Prh(y
∗
h, s

∗
h|xh), removing the effect of the state scrambler. Let Prh(y

(0)∗
h , s

(0)∗
h |x(0)

h )Pr(x
(0)
h )

represent this reduction, to emphasize that the segmentation has not yet been removed.

• From Theorem 5.3, given side information uh for all i and other hidden variables,

there exists a relabeling of the variables in Prh(y
(0)∗
h , s

(0)∗
h | x(0)

h )Pr(x
(0)
h ) which results

in a reduction of Prh(y
(0)
h , s

(0)
h |x(0)

h )Pr(x
(0)
h ), an MMBSC-like PMF with parameters c,

which is itself a reduction of Prh(yh, sh | xh)Pr(xh).

We recall from Section 4.3 that a reduction of a reduction is also a reduction. Thus, by

combining these three theorems, there exists side information such that the variables in

Prh(ŷ
′∗
h , ŝ

∗
h | xh)Pr(xh) can be relabeled to form a reduction of Prh(yh, sh | xh)Pr(xh). This

compositional property will be used in the next section to make arguments about Markov

chains within cycle-free local neighborhoods.
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5.3 Parameter space characterization

In this section we give the main results of this chapter, which build on the Markov chain

results from Section 5.2. We firstly define a partial ordering on the set of MMBSC parameters

under LDPC decoding in terms of probability of error. We provide a simple result that

relates MMBSCs formed by concatenation using this partial ordering. We then show that

MMBSCs with large state alphabets may be constructed iteratively from those with smaller

state alphabets through segmentation. We show that these constructed MMBSCs may be

related using the partial ordering. Finally, we discuss the useful analytical implications of

MMBSCs formed using these methods that have either indistinct or inaccessible states. The

importance of these results are in the relating of MMBSCs with different numbers of states.

Note that in the sequel we will use the notation w-MMBSC to mean an MMBSC with w

states.

These two techniques can be used together to form a partial ordering, and are not ex-

haustive, in the sense that they do not cover every possible ordered pair of MMBSCs. As

we shall discuss in the next section, we believe the segmentation technique to be much more

versatile than concatenation, though both techniques are included here for completeness.

5.3.1 Partial Ordering

Consider the set of MMBSC parameters C. Define the relation c2 ⊇ c1 to mean that

Pe[`](c2) ≤ Pe[`](c1) for c1, c2 ∈ C and all ` ∈ {1, 2, · · · }. This notation follows Shannon

[61], and signifies that for a given minimum probability of error at each iteration, the set of

LDPC codes that achieve the performance criterion in c2 includes the set of LDPC codes

that achieve the criterion in c1. Define an equivalence relation c2 ≡ c1 if Pe[`](c2) = Pe[`](c1)

for all ` ∈ {1, 2, · · · }. Using these definitions, c2 ⊇ c1 satisfies the following conditions:

• Reflexive. Clearly, for any channel c, Pe[`](c) ≤ Pe[`](c), so c ⊇ c.

• Antisymmetric. If c1 ⊇ c2, then the only way that c2 ⊇ c1 is if c1 ≡ c2, by definition.

• Transitive. Clearly, if c1 ⊇ c2 ⊇ c3, then Pe[`](c1) ≤ Pe[`](c2) ≤ Pe[`](c3), and thus

c1 ⊇ c3.
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and thus c2 ⊇ c1 is a partial order on the set C. Note that if the probability of error for a

given LDPC code in c1 is bounded away from zero, then that LDPC code has probability of

error bounded away from zero for any c ∈ C such that c1 ⊇ c.

5.3.2 MMBSC construction via concatenation

In this section we show the straightforward result that concatenating a v-MMBSC and a

u-MMBSC results in a w-MMBSC with worse performance, where w = vu. The channel

state is broken into two states which change independently, so the resulting state alphabet

is now the Cartesian product of the two concatenated state alphabets.

Consider two channels, c1 = (P1,n1) and c2 = (P2,n2), whose concatenation may be

described probabilistically by

Pr(y12 | x) =
∑
y1

Pr(y12 | y1)Pr(y1 | x),

where the channel outputs for c1 are given by y1, and the channel outputs of the concate-

nation of c1 and c2 are given by y12, as depicted in Fig. 5.2. This may be expanded into an

expression similar to (2.6) as follows:

Pr(y12, s1, s2 | x) =
∑
y1

n∏
i=1

Pr(y12,i | s2,i, y1,i)Pr(y1,i | s1,i, xi)

·Pr(s1,1)Pr(s2,1)
n∏

i=1

Pr(s1,i+1 | s1,i)Pr(s2,i+1 | s2,i)

= Pr(s1,1, s2,1)
n∏

i=1

Pr(s1,i+1, s2,i+1 | s1,i, s2,i)

·
∑
y1,i

Pr(y12,i | s2,i, y1,i)Pr(y1,i | s1,i, xi), (5.12)

where s1 ∈ S1 and s2 ∈ S2 are the state sequences for the first and second Markov chain,

respectively. Let R := (s1, s2) ∈ S1 × S2 be the hidden state sequence of the concatenated

channel, where Ri = (s1,i, s2,i). Then (5.12) may be rewritten

Pr(y12,R | x) = Pr(R1)
n−1∏
i=1

Pr(Ri+1 | Zi)Pr(y12,i |Ri, xi), (5.13)
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Noise sequence Noise sequence

y1

y12
Channel
inputs x

for channel c1 for channel c2

Figure 5.2: Concatenation of two MMBSCs.

where Pr(y12,i |Ri, xi) =
∑

y1,i
Pr(y12,i |s2,i, y1,i)Pr(y1,i |s1,i, xi). Thus, the channel represented

by Pr(y12,R | x) is a w-MMBSC where w = |S1 × S2| = vu, and has parameters (P12,n12),

where the entries of P12 are given by Pr(s1,i+1 | s1,i)Pr(s2,i+1 | s2,i), and where the entries of

n12 are given by
∑

y1,i
Pr(y12,i | s2,i, y1,i)Pr(y1,i | s1,i, xi).

The following result relates the performance of MMBSCs obtained using concatenation:

Theorem 5.4 Let c1 = (P1,n1) and c2 = (P2,n2) be two points in the MMBSC parameter

space, and let c12 = (P12,n12) be an MMBSC created by concatenating c1 and c2. Then

c1 ⊇ c12 and c2 ⊇ c12.

Proof: Suppose a detector observes (y12,y1). Letting x be the channel inputs and z2

be the noise sequence of c2, we may write

Pr(y12 | y1,x) =
∑
z2

Pr(y12 | z2,y1,x)Pr(z2)

=
∑
z2

Pr(y12 | z2,y1)Pr(z2)

= Pr(y12 | y1),

where the second line is a result of the fact that y12 is deterministic if z2 and y1 are known.

Clearly, y12 is conditionally independent of x given y1. The optimal detector for any x ∈ x

maximizes the a posteriori probability of x, that is, Dx(y12,y1) = arg maxxPr(x | y12,y1).
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With an arbitrary prior density on x, we may write

arg maxxPr(x | y12,y1) = arg maxx

∑
x\x Pr(y12 | y1,x)Pr(y1 | x)Pr(x)

Pr(y12 | y1)Pr(y1)

= arg maxx

Pr(y1, x)

Pr(y1)

= arg maxxPr(x | y1),

which implies that Dx(y12,y1) = Dx(y1) for all pairs (y12,y1), and thus Pe(Dx(y12,y1)) =

Pe(Dx(y1)). From the Side Information Lemma, deleting y1 cannot improve the probability

of error, so Pe(Dx(y1)) ≤ Pe(Dx(y12)), so if follows that c1 ⊇ c12. Furthermore, c2 ⊇ c12

follows by the same argument, swapping c1 and c2.

5.3.3 MMBSC construction via segmentation

In this section we describe a modification to the segmentation proof technique, which allows

the construction of a w-MMBSC from a u-MMBSC and a v-MMBSC, so long as u+ v = w.

We remember from Section 5.2 that segmentation can be used to form a state sequence s

from an ensemble of state sequences S whose underlying parameters c = (P,n) are all the

same. (The inversion probabilities n are included because each unique state in the state

alphabet has an associated inversion probability.) However, suppose now that the odd-

numbered rows of S have parameters c1 = (P1,n1), while the even-numbered rows of S

have parameters c2 = (P2,n2). Then the segmented Markov chain will flip back and forth

between channels c1 and c2, effectively creating a new MMBSC c∗ with a larger number of

states.

Intuitively, our argument in this section is as follows. If c2 is in the degraded family

of c1, then with side knowledge of the times when c2 occurs, these Markov chains can be

converted to reductions of Markov chains for c1, using our work in Section 5.2. Thus, the

overall LDPC estimation-decoding system with side information is a reduction of a system

that contains only Markov chains for c1. We can then use the Reduction Lemma and Side

Information Lemma to argue that c1 has lower probability of error than c∗.

Let s∗ ∈ Sn be a state sequence constructed as follows. As before, let S = {s(i)}∞i=1

be a family of independently generated state sequences. However, in this case, if i is even,
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let s(i) ∈ Sn
u be a state sequence generated with transition probability matrix Pu, where

Su = {σ1,u, σ2,u, · · · , σ|Su|,u}; and if i is odd, let s(i) ∈ Sn
v be a state sequence generated

with transition probability matrix Pv, where Sv = {σ1,v, σ2,v, · · · , σ|Sv |,v}. Furthermore, let

u ∈ {0, 1}n and v ∈ {0, 1}n be Bernoulli random sequences with independent elements, where

ζu = Pr(ui = 1) and ζv = Pr(vi = 1). Also let ωi+1 = ωi+φ(ui, vi, ωi) for all i ∈ {1, 2, · · · , n},

where ω1 ∈ {1, 2} with Pr(ω1 = 1) = ζu/(ζu + ζv), and where φ(ui, vi, ωi) := ui if ωi is even,

and φ(ui, vi, ωi) := vi if ωi is odd. Then s∗i = s
(ωi)
i for all i, and S = Su ∪ Sv.

To determine the PMF of s∗, consider the ordered pairs (s
(ωi)
i , ωi). We may write

Pr(s∗i+1, ωi+1 | s∗i , ωi) = Pr(s∗i+1 | ωi+1, s
∗
i , ωi)Pr(ωi+1 | s∗i , ωi), (5.14)

where

Pr(s∗i+1 | ωi+1, s
∗
i , ωi) =

Pru(s
∗
i+1 | s∗i ), ωi+1 even, ωi+1 = ωi;

Prv(s
∗
i+1), ωi+1 odd, ωi+1 6= ωi;

Prv(s
∗
i+1 | s∗i ), ωi+1 odd, ωi+1 = ωi;

Pru(s
∗
i+1), ωi+1 even, ωi+1 6= ωi,

(5.15)

where Pru(si+1 | si) and Prv(si+1 | si) are the state transition probabilities corresponding to

the matrices Pu and Pv, respectively; and where Pru(si+1) and Prv(si+1) are the steady-state

marginal state probabilities under the matrices Pu and Pv, respectively. Furthermore, note

that if s∗i is known, then ωi is even for s∗i ∈ Su and ωi is odd for s∗i ∈ Sv. Let ω̄i := ωi mod 2.

We may then rewrite (5.14) as Pr(s∗i+1, ω̄i+1 | s∗i ) = Pr(s∗i+1 | ω̄i+1, s
∗
i )Pr(ω̄i+1 | s∗i ), where

Pr(s∗i+1 | ω̄i+1, s
∗
i ) may be found from (5.15) by noting that ωi − ωi−1 is either 0 or 1 for all

i, so if both are even (or both are odd), then they are equal. Finally, we write

Pr(s∗i+1 | s∗i ) = Pr(s∗i+1 | ω̄i+1 = 1, s∗i )Pr(ω̄i+1 = 1 | s∗i ) +

Pr(s∗i+1 | ω̄i+1 = 0, s∗i )Pr(ω̄i+1 = 0 | s∗i ),

where

Pr(ω̄i+1 = 1 | s∗i ) =

 ζu, s∗i ∈ Su;

ζv, s∗i ∈ Sv,
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and where Pr(s∗i+1 | ω̄i+1 = 1, s∗i ) = 0 if s∗i+1 ∈ Su, and Pr(s∗i+1 | ω̄i+1 = 0, s∗i ) = 0 if s∗i+1 ∈ Sv.

Without loss of generality, order the states in the new MMBSC so that

S = {σ1,u, · · · , σ|Su|,u, σ1,v, · · · , σ|Sv |,v}.

Let P∗ represent the matrix associated with the function Pr(s∗i+1 | s∗i ). Thus,

P∗ =

 (1− ζu)Pu ζuP̂v

ζvP̂u (1− ζv)Pv

 , (5.16)

where P̂u is a |Sv| × |Su| matrix in which each element is given by P̂u,ij = Pru(s = σj,u),

and where P̂v is a |Su| × |Sv| matrix in which each element is given by P̂v,ij = Prv(s = σj,v).

Meanwhile, Pr(yi | xi, s
∗
i ) may be defined as before over both s∗i ∈ {S}u and s∗i ∈ {S}v.

If nu and nv are the respective vectors of inversion probabilities for the two vectors, then

n∗ = [nunv], so the new channel’s parameters are given by (P∗,n∗).

There is another property of (5.14) which is useful for the analysis of channels formed by

segmentation. Since ωi+1 depends on s∗i only through ωi, we may write

Pr(s∗i+1, ωi+1 | s∗i , ωi) = Pr(s∗i+1 | ωi+1, s
∗
i , ωi)Pr(ωi+1 | ωi),

where Pr(s∗i+1 |ωi+1, s
∗
i , ωi) is given by (5.15). This means that the Pr(ωi+1 |ωi) terms factor

out from the s∗i terms, which is important to arguments related to the Side Information and

Reduction Lemmas.

Recall from Section 5.2 that for any MMBSC c = (P,n), from applying Theorems 5.1,

5.2, and 5.3, there exists a degraded family of c, represented by {c̃}, indexed by the param-

eter triples (p, ψ, ζ). Using this family, we can obtain a powerful result which relates the

performance of channels with different numbers of states:

Theorem 5.5 Let c = (P,n) be a point in the MMBSC parameter space, and let c̃(p, ψ, ζ) ∈

{c̃} be a point in the degraded family of c. Suppose c∗(p, ψ, ζ) is formed by combining c and

c̃(p, ψ, ζ) using segmentation. Then c ⊇ c∗(p, ψ, ζ).

Proof: Suppose ωi is known for all i. Then letting ~ωh = [ω1,h, ω2,h, · · · ], for a Markov
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chain with index h we may write

Prh(yh, sh, ~ωh | xh) = Pr(~ωh)Pr(s1,h | ω1,h)

·
vh∏

j=1

Pr(sj+1,h | sj,h, ωj+1,h, ωj,h)Pr(yj,h | xj,h, sj,h). (5.17)

Let Ω be the vector of distinct values of ωi for all i in order of occurrence (for example, if

ωi = 1, 1, 1, 2, 2, 3, 3, 3 for i = 1, 2, . . . , 8, then Ω = [1, 2, 3]). For each Ωj ∈ Ω, let J̃Ωj
be

the vector of indices i such that ωi = Ωj, and define JΩj
so that Jk,Ωj

= J̃k,Ωj
− 1 for all

Jk,Ωj
∈ JΩj

(returning to the above example, J̃Ω2 = [4, 5] and JΩ2 = [3, 4]). Then (5.17) may

be rewritten

Prh(yh, sh, ~ωh | xh) =

Pr(~ωh)Pr(s1,h | ω1,h)

·
|Ω|∏
j=1

 ∏
j∈JΩj
1≤j≤vh

Pr(sj+1,h | sj,h, ωj+1,h, ωj,h)Pr(yj,h | xj,h, sj,h)

 , (5.18)

where |Ω| represents the number of terms in Ω. In (5.18), notice that for all i ∈ JΩj
, ωi is

the same.

From (5.15), if ωj,h = ωj+1,h, then either Pr(sj+1,h | sj,h, ωj+1,h, ωj,h) = Pru(sj+1,h | sj,h)

or Pr(sj+1,h | sj,h, ωj+1,h, ωj,h) = Prv(sj+1,h | sj,h). Furthermore, if ωj,h 6= ωj+1,h, then either

Pr(sj+1,h | sj,h, ωj+1,h, ωj,h) = Pru(sj+1,h) or Pr(sj+1,h | sj,h, ωj+1,h, ωj,h) = Prv(sj+1,h). For

each Ωj, the first index in JΩj
, designated J1,Ωj

, is located at the transition between Ωj − 1

and Ωj, and therefore has the property that ωj,h 6= ωj+1,h where j = J1,Ωj
. The remaining

indices in JΩj
all have the property that ωj,h = ωj+1,h. Thus, (5.18) may be rewritten

Prh(yh, sh, ~ωh | xh) =

Pr(~ωh)

|Ω|∏
j=1

Pr(sJ1,Ωj
,h | ωJ1,Ωj

,h)

·
∏

J2,Ωj
≤j≤Jr,Ωj

1≤j≤vh

Pr(sj+1,h | sj,h, ωj+1,h, ωj,h)Pr(yj,h | xj,h, sj,h), (5.19)

where r is the number of elements in JΩj
. Thus, from (5.19), the PMF Prh(yh, sh, ~ωh | xh)

factors into independent Markov chain segments indexed by the members of Ω. Furthermore,
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each term has the property that the Markov transition probabilities within the chain segment

either come entirely from channel c, or entirely from channel c∗(p, ψ, ζ) – that is, there is no

transition between these two channels within a segment, because ωj,h = ωj+1,h throughout.

Now consider the PMF for the local neighborhood M(y, s,h), as in (5.2). From (5.19),

with knowledge of u and v, each Markov chain in (5.2) can be factored into independent

terms, each of which contains only factors from channel c or channel c∗(p, ψ, ζ), and ωi

tells us which is which. Consider the chains containing factors from channel c∗(p, ψ, ζ).

We know from Theorems 5.1, 5.2, and 5.3 that for any Markov chain from c∗(p, ψ, ζ) with

PMF Pr(y, s | x)Pr(x), where Pr(x) =
∏n

i=1 Pr(xi), there exists side information such that

Pr(y, s | x)Pr(x) is a reduction of a PMF from c. Suppose this side information is obtained

for each Markov chain i ∈ I, where I is the index set from (5.2). Then since every Markov

chain in (5.2) is made equivalent to a reduction of a PMF from c, the resulting model is

a reduction of a local neighborhood from c. Thus, from the Reduction Lemma, Pe[`](c) ≤

Pe[`](c
∗(p, ψ, ζ)) for all `, and thus c ⊇ c∗(p, ψ, ζ).

5.3.4 Inaccessible and Indistinct States

Some important consequences of Theorem 5.5 follow from the observation that certain states

in the state alphabet S of an MMBSC may be either either inaccessible or indistinct. Con-

sider firstly the case of inaccessible states, which for some state transition probability matrix

P are members of the state alphabet S that occur with probability zero. For example, this

may occur if the segmentation technique is used, where ζu = 1 and ζv = 0. In this case, the

state transition probability matrix P∗ from (5.16) becomes

P∗ =

 0 P̂v

0 Pv

 . (5.20)

Furthermore, from section 4.3, Pr(ωi = 2) = ζv/(ζu + ζv) = 1, which means that the initial

state is in v. From (5.20), the states in u are inaccessible from v and may be discarded,

and thus P∗ may be rewritten P∗ = Pv. Recall that the states in v arise from a channel

c̃(p, ψ, ζ) ∈ {c̃} in the degraded family of c. From Theorem 5.5, we know that if c and

any member of {c̃} are combined using the segmentation technique to form c∗(p, ψ, ζ), then
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c ⊇ c∗(p, ψ, ζ). Since P∗ = Pv, and since the states in u are discarded, Theorem 5.5 also

implies that c ⊇ c̃(p, ψ, ζ), which applies the partial ordering property to every channel in

{c̃}. (A similar argument may be made for ζu = 0 and ζv = 1, but this leads to the trivial

result that c ⊇ c.)

Indistinct states are members of S that cannot be distinguished by estimation-decoding.

For example, suppose we have two channels, cu = (Pu,nu) with state alphabet Su, and

cv = (Pv,nv) with state alphabet Sv, which are combined to form c∗ using segmentation.

Furthermore, suppose the rows of Pv and the elements of nv are identical, and each state in

cv has the same inversion probability ηv. In this case, it is impossible for a channel estimator

to distinguish amongst the states in cv, and so this channel is equivalent in practice to

a memoryless BSC with inversion probability ηv. Suppose then that we combine cu and

c′v = ([1], [ηv]) using segmentation to form c∗′, where ([1], [ηv]) is the MMBSC notation for a

BSC with inversion probability ηv. Defining Prc(z) as the probability of a noise sequence z

arising from channel c, we can show that c∗ and c∗′ are equivalent, in that any noise sequence

has the same probability in both channels:

Theorem 5.6 Prc∗(z) = Prc∗′(z) for all z ∈ {0, 1}n, 1 ≤ n ≤ ∞.

Proof: Let σv′ represent the only state in c′v. For a noise sequence z ∈ {0, 1}n, we

intend to show the following proposition: that for sn ∈ Su, Prc∗′(z, sn) = Prc∗(z, sn), and

otherwise Prc∗′(z, sn = σ′v) =
∑

sn∈Sv
Prc∗(z, sn). If this proposition holds, then the theorem

straightforwardly follows. The proof proceeds by induction. Consider the case where n = 1.

It is straightforward to show that if sn ∈ Su, Prc∗′(z, sn) = Prc∗(z, sn), and otherwise

Prc∗′(z, s1 = σ′v) = Prc∗′(z1 | s1 = σ′v)Prc∗′(s1 = σ′v)

= Prc∗′(z1 | s1 = σ′v)(ζu/ζu + ζv)

= Prc∗(z1 | s1 ∈ Sv)
∑

s1∈Sv

Prc∗(s1),

where the notation Prc∗(z1 | s1 ∈ Sv) means the conditional probability for any state in

Sv, since the inversion probabilities are all equal, and where the last line follows from the

definition of the segmentation technique.
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To show the inductive step, assume that the proposition holds for z ∈ {0, 1}n. Then we

may write

Prc∗(z, sn+1) =
∑
sn

Prc∗(zn+1 | sn+1)Prc∗(sn+1 | sn)Prc∗(z
n
1 , sn)

=
∑

sn∈Su

Prc∗(zn+1 | sn+1)Prc∗(sn+1 | sn)Prc∗(z
n
1 , sn)

+Prc∗(zn+1 | sn+1)Prc∗(sn+1 | sn ∈ Sv)
∑

sn∈Sv

Prc∗(z
n
1 , sn), (5.21)

where
∑

sn∈Sv
Prc∗(z

n
1 , sn) = Prc∗′(z

n
1 , sn = σ′v) under the inductive assumption. Suppose

sn+1 ∈ Su. Then clearly, Prc∗(sn+1 | sn) = Prc∗′(sn+1 | sn) for all sn ∈ Su, and Prc∗(sn+1 | sn ∈

Sv) = Prc∗′(sn+1 |sn = σ′v) since Prc∗(sn+1 |sn ∈ Sv) is dependent on the rows of P̂u, which are

the same for all sn ∈ Sv and for sn = σ′v. Furthermore, if Prc∗(zn+1 |sn+1) = Prc∗′(zn+1 |sn+1)

by definition. Now suppose sn+1 ∈ Sv. Since the rows of P̂v sum to 1, we have that

Prc∗′(sn+1 = σ′v | sn) =
∑

sn+1∈Sv
Prc∗(sn+1 = | sn) = ζu, and Prc∗(zn+1 | sn+1 ∈ Sv) =

Prc∗′(zn+1 | sn+1 = σ′v) by definition. Then (5.21) becomes

Prc∗(z, sn+1) =
∑

sn∈Su

Prc∗′(zn+1 | sn+1)Prc∗′(sn+1 | sn)Prc∗′(z
n
1 , sn)

+Prc∗′(zn+1 | sn+1)Prc∗′(sn+1 | sn ∈ Sv)Prc∗′(z
n
1 , sn = σ′v)

= Prc∗′(z, sn+1)

for sn+1 ∈ Su, and∑
sn+1∈Sv

Prc∗(z, sn+1) =
∑

sn∈Su

Prc∗′(zn+1 | sn+1 ∈ Sv)Prc∗′(z
n
1 , sn)

∑
sn+1∈Sv

Prc∗′(sn+1 | sn)

+Prc∗′(zn+1 | sn+1 ∈ Sv)Prc∗′(z
n
1 , sn = σ′v)

∑
sn+1∈Sv

Prc∗′(sn+1 | sn ∈ Sv)

= Prc∗′(z, sn+1 = σ′v)

for sn+1 ∈ Sv, which proves the proposition by induction.

Since the probabilities of any noise sequence generated by c∗ and c∗′ are the same, the

two models may be used interchangeably. The implications of Theorem 5.6 are as follows.

One subset of the degraded family {c̃} of a channel c are the channels where ψ = 1 and

ζ = 1, while 0 ≤ p ≤ 0.5. Let {c̃′} represent this subset. Clearly, these channels satisfy the
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condition that the elements of n are all equal (since ψ = 1) and that the rows of P are the

same (since ζ = 1). Thus, there exist channels {c̃′} ⊂ {c̃} such that joining c with a member

of {c̃′} is equivalent to joining c with a BSC. It is then possible to apply the partial ordering

when BSCs are added one at a time to some channel c using segmentation, so long as the

BSC corresponds to a channel in {c̃′}. Examples will be given in Section 5.6.

5.4 Comparability under Segmentation

Given two arbitrary channels c1 = (P1,n1) and c2 = (P2,n2), a natural question is whether

c1 and c2 are comparable under the partial ordering given in this paper. Although this is

a difficult question to answer in general, we will discuss the case of determining whether c1

and c2 are directly comparable. That is, whether c1 can be directly constructed from c2 (or

vice versa) using segmentation.

5.4.1 Same number of states

The easiest case to deal with is the case where c1 and c2 have the same number of states.

In this situation, only Theorems 5.1, 5.2, and 5.3 apply. In other words, we want to know

whether c2 is in the degraded family of c1, or vice versa. Our first concern is that the

comparison might be complicated, because the state labels might be permuted arbitrarily.

However, the following result significantly simplifies analysis:

Theorem 5.7 Suppose n and n̂′(p, ψ) are vectors of MMBSC inversion probabilities, where

n̂′(p, ψ) is formed by applying BSC concatenation with parameter p and state scrambling with

parameter ψ to n. Then for any two distinct states σi and σj and for any parameter settings

0 ≤ p < 1/2 and 0 ≤ ψ < 1, if ησi
≥ ησj

, then η̂′σi
(p, ψ) ≥ η̂′σj

(p, ψ).

Proof: Firstly, if p = 1/2 or ψ = 1, it is easy to see that every state ends up with the

same inversion probability. For any state σi, ησi
and η̂′σi

(p, ψ) are related by

η̂′σi
(p, ψ) = p+ (1− 2p)ψη̄ + (1− 2p)(1− ψ)ησi

,
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so for any pair of distinct states σi and σj, we have

η̂′σi
(p, ψ)− η̂′σj

(p, ψ) = (1− 2p)(1− ψ)(ησi
− ησj

).

Since (1 − 2p)(1 − ψ) is positive for any parameter settings 0 ≤ p < 1/2 and 0 ≤ ψ < 1,

η̂′σi
(p, ψ)− η̂′σj

(p, ψ) and ησi
− ησj

must have the same sign, so the theorem follows.

Under this theorem, the states in each channel can be re-ordered so that (for example)

the inversion probabilities are increasing – since the ordering cannot change under BSC

concatenation or state scrambling, the new state labels must remain the same if the two

states are comparable.

Once the states are ordered, the first task is to determine whether a valid ordering the

two channels c1 and c2 exists under BSC concatenation and state scrambling, which involves

examining the vector of inversion probabilities n. Letting nc1 and nc2 be the vectors of

inversion probabilities for c1 and c2, respectively, then c1 ⊇ c2 if

ησi,c2 = p+ (1− 2p)ησi,c1 + (1− 2p)ψ(η̄c1 − ησi,c1) (5.22)

is satisfied for all σi ∈ S, where η̄c1 is the average inversion probability in channel c1.

We notice that the only procedure that could cause η̄c2 to be different from η̄c1 is BSC

concatenation, in which case

η̄c2 = (1− p)η̄c1 + p(1− η̄c1),

and, solving for p, we have

p =
η̄c2 − η̄c1

1− 2η̄c1

. (5.23)

Note that the comparison fails if p /∈ [0, 1/2]. Now p is fixed, so from (5.22), there may exist

a valid solution if

ψ =
ησi,c2 − p− (1− 2p)ησi,c1

(1− 2p)(η̄c1 − ησi,c1)
(5.24)

is the same for each σi ∈ S, and ψ ∈ [0, 1].

Finally, we must determine if a valid ordering of c1 and c2 exists under segmentation. Let

Pc1 and Pc2 be the state transition matrices for c1 and c2, respectively. If (5.24) is satisfied

for some p /∈ [0, 1/2] and some ψ ∈ [0, 1], then c1 ⊇ c2 if there exists ζ ∈ [0, 1] such that

Pij,c2 = (1− ζ)Pij,c1 + ζPr(s = σj)
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for every entry in Pc1 and Pc2 . Solving for ζ, we have

ζ =
Pij,c2 − Pij,c1

Pr(s = σj)− Pij,c1

, (5.25)

which must hold with the same ζ for every entry in Pc1 and Pc2 .

If c1 6⊇ c2, it is possible that c2 ⊇ c1. In this case, the procedure we have described can

be re-run with the two channels reversed.

5.4.2 Difference of one in number of states

If the number of states in c2 is greater than the number of states in c1 by one, the two channels

are directly comparable if c2 was generated via segmentation, and the extra state in c1 is

generated by forming an indistinguishable state. In this case, Pc2 would have a particular

structure with respect to Pc1 . From (5.16), if c1 is a k-MMBSC, and c1 is combined with a

1-MMBSC to form c2, then the last column in Pc2 has entries which are all the same, given

by ζu (since P̂v is the all-one column vector).

This property results in a straightforward method for determining whether c1 and c2 are

directly comparable, even under an arbitrary permutation of the state labels. Inspect Pc2 for

a column in which every entry is alike except one, and let ζu represent the value of the alike

entries. If no such column exists, then c1 and c2 are not directly comparable. Otherwise,

form the submatrix of Pc2 consisting of all rows and columns of Pc2 , removing the column

containing the alike entries, and removing the row in which is found the different entry in the

alike column. From (5.16), this submatrix must be equal to (1− ζu)Pc1 , up to permutation

of the state labels.

Now consider nc1 and nc2 . If the jth column in Pc2 was the column containing the ζu

entries, then remove the jth entry in nc2 – then nc1 and the remaining entries in nc2 must be

a permutation of each other. If this is not true, then c1 and c2 are not directly comparable.

If it is true, then the states can be relabeled in increasing order of inversion probability to

compare (1− ζu)Pc1 and the submatrix of Pc2 . If they are not identical, then c1 and c2 are

not directly comparable.

Otherwise, two final checks must be performed. Firstly, the deleted row from Pc2 must

contain the following entries: in the jth position (corresponding to the column of alike
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entries) is a value represented by 1− ζv, while the ith column must contain ζvPr(s = σi) for

all i 6= j, where Pr(s = σi) is the marginal probability of state σi under the same permutation

of state labeling as in the submatrix from Pc2 . Furthermore, the jth entry of nc2 must be

greater than η̄c1 . If all these conditions hold, then c1 ⊇ c2.

5.4.3 Twice the number of states

If c1 has k states and c2 has 2k states, then c1 ⊇ c2 if c2 can be generated by combining c1

and a c∗1 under segmentation, where c∗1 is a member of the degraded family of c1. The first

task to determine whether c1 and c2 are directly comparable is to identify which states are

from c1 and which are from c∗1. This can be done, even under an arbitrary permutation of

the state labels, by inspecting the inversion probability vectors to determine which entries

are identical to the entries from nc1 . If not all inversion probabilities in c1 are present in c2,

the channels are not comparable.

If the members of nc1 are present in nc2 , the rows corresponding to those states are the

states from c1, and the remaining rows are the states from c∗1. Relabel the states so that the

state transition matrix Pc2 is of the form in (5.16). If k is the number of states in c1, then

from (5.16), in the first k rows of Pc2 , the last k elements in each row must sum to ζu, and

in the last k rows of Pc2 , the first k elements in each row must sum to ζv. Thus, we have

a means of calculating ζu and ζv. If the sum of these elements is different in some rows, c1

and c2 are not comparable. Otherwise, Pc1 and Pc∗1
can be extracted by dividing out by the

appropriate constants.

Having obtained the channel parameters of c1 and c∗1, we can use the procedure in Section

5.4.1 to determine whether c∗1 is in the degraded family of c1. If it is not, then c1 and c2 are

not comparable. Otherwise, the last k elements in each of the first k rows of Pc2 must be

the same, and this submatrix must be equal to ζuP̂c1 , where the rows of P̂c1 are given by the

steady-state probabilities from Pc1 , as in (5.16). As well, the first k elements in each of the

last k rows of Pc2 must be the same, and this submatrix must be equal to ζuP̂c∗1
, where the

rows of P̂c∗1
are given by the steady-state probabilities from Pc∗1

. If these conditions hold,

then c1 ⊇ c2.
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As an epilogue to this section, we briefly discuss the case where c1 and c2 may be com-

parable, but not directly comparable. In this section, we have given ways of determining

whether channels with the same number of states, a number of states differing by 1, or

where one channel has twice the number of states of the other, are directly comparable. To

determine whether two channels that did not fit immediately into any of these categories are

nonetheless comparable, these methods could be combined, and each possible solution could

be examined. However, the result is a huge number of possible combinations, each with

parameters that must be adjusted for a solution. We have yet to find a tractable solution to

this problem, and it is possible that no tractable solution exists.

5.5 Generalization to Irregular LDPC Codes

Throughout this chapter, we have assumed that the partial ordering applies only to regular

LDPC codes. In this section, we generalize our partial ordering result to the case of irregular

LDPC codes. To do so, we will make an argument based on ensembles of local neighborhoods,

which were introduced in Chapter 4. Note that Theorem 5.4 (the MMBSC concatenation

theorem) made reference only to the channel and not the code in its proof, so this theorem

already applies to irregular codes.

The only schedule in use in this chapter is the standard message passing schedule, so

we need only consider the family of `-complete ensembles, N(`). The notation N(`)(c) is

used to represent an ensemble of local neighborhoods for an MMBSC c. For two different

channels c1 and c2, the only difference between N(`)(c1) and N(`)(c2) is the function in each

channel factor node. Thus, these two ensembles can be broken down in to corresponding

elements, in which the degrees of all the check and variable nodes are the same, giving the

two local neighborhoods the same structure and probability of occurrence. Our reduction

results in this chapter can then compare these two local neighborhoods, since they have the

same structure.

This observation is formalized in the following Theorem:

Theorem 5.8 Suppose c1 and c2 are MMBSCs, ordered so that c1 ⊇ c2. Then for any
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irregular LDPC code, Perr[N
(`)(c1)] ≤ Perr[N

(`)(c2)] for all `.

Proof: Consider a local neighborhood N (`)
~e (c2) ∈ N(`)(c2), in which the channel factor

nodes are from c2, and the corresponding local neighborhood N (`)
~e (c1) ∈ N(`)(c1), in which

the channel factor nodes are from c1.

From each ordering result in this chapter, if if c1 ⊇ c2, then the factor graph for the

observations y~e(c2) in N (`)
~e (c2), combined with side information z ∈ Z, is a reduction for

N (`)
~e (c1). Let H(y~e(c2), z) represent this reduced factor graph. Then

Perr(N (`)
~e (c1)) ≤ Perr(H(y~e(c2),h)) ≤ Perr(N (`)

~e (c2)), (5.26)

where the first inequality follows from the Reduction Lemma and the second follows from

the Side Information Lemma.

Since (5.26) holds for any pair of corresponding elements in N(`)(c1) and N(`)(c2), it must

hold for all corresponding pairs. Thus,

Perr(N
(`)(c1)) =

∑
N (`)

~e
(c1)∈N(`)(c1)

Perr(N (`)
~e (c1))Pr(N (`)

~e (c1))

≤
∑

N (`)
~e

(c2)∈N(`)(c2)

Perr(H(y~e(c2),h))Pr(N (`)
~e (c2))

≤
∑

N (`)
~e

(c2)∈N(`)(c2)

Perr(N (`)
~e (c2))Pr(N (`)

~e (c2))

= Perr(N
(`)(c2)),

where the switch under the summation from c1 to c2 follows from the fact that we are

considering corresponding local neighborhoods in N(`)(c1) and N(`)(c2), which proves the

theorem.

Thus, since the statement in the Theorem is the same as the statement of the partial ordering,

the partial ordering applies to all LDPC codes.
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5.6 Examples and Applications

5.6.1 Construction Examples

We present some simple examples to illustrate the usefulness of these techniques. Consider

firstly a BSC with inversion probability η, which may be thought as a trivial 1-MMBSC

with parameters ([1], [η]). For any η′ > η, using Theorem 5.1, it is clear that ([1], [η′]) is a

member of the degraded family of ([1], [η]). Applying Theorem 5.5, we then have for any

0 < ζu, ζv < 1 that

([1], [η]) ⊇

 1− ζu ζu

ζv 1− ζv

 , [η, η′]
 ,

or in other words, a 2-MMBSC (i.e., a GE channel) is degraded with respect to the lowest

inversion probability state from that channel. Although the result in this example is obvious,

it illustrates the basic idea of segmentation between two MMBSCs, where one is degraded

with respect to the other.

Our second example is a more useful result, which follows from our discussion of indistinct

states. Consider a 2-MMBSC with parameters c1 = ([1−b, b; g, 1−g], [ηG, ηB]), and a second

2-MMBSC with parameters c2 = ([g/(b + g), b/(b + g); g/(b + g), b/(b + g)], [η̄, η̄]), where

η̄ = (bηB + gηG)/(b+ g) is the average inversion probability in the first 2-MMBSC. Since c2

arises as a member of {c̃1} with settings of ψ = 1 and ζ = 1, this channel is a member of

{c̃′1} ⊂ {c̃1}. Thus, a channel c∗ which combines c1 and c2 using segmentation is equivalent

to a channel c∗′ which combines c1 with a BSC ([1], [η̄]). The resulting channel c∗′ is a

3-MMBSC with state transition probability matrix

P′ =
(1− ζu)(1− b) (1− ζu)b ζu

(1− ζu)g (1− ζu)(1− g) ζu

ζvg/(b+ g) ζvb/(b+ g) (1− ζv)


and n′ = [ηG, ηB, η̄]. From theorem 5.5, c1 ⊇ c∗′. Thus, adding an extra state results in a

degraded channel for at least some values of the state transition probability matrix, even if

the average inversion probability is unchanged.
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We also briefly illustrate the application of our result concerning concatenated MMBSCs.

Consider two 2-MMBSCs, with parameters c1 = ([1− b1, b1; g1, 1− g1], [ηG,1, ηB,1]) and c2 =

([1−b2, b2; g2, 1−g2], [ηG,2, ηB,2]). The state alphabet for c1 is S1 = {σ1,1, σ2,1}, and for c2 is c2

is S2 = {σ1,2, σ2,2}. For the concatenated channel, the state alphabet is the Cartesian product

of the two component state alphabets, so S = {(σ1,1, σ1,2), (σ1,1, σ2,2), (σ2,1, σ1,2), (σ2,1, σ2,2)},

and thus the inversion probability vector is given by

n′ =
ηG,1(1− ηG,2) + (1− ηG,1)ηG,2

ηG,1(1− ηB,2) + (1− ηG,1)ηB,2

ηB,1(1− ηG,2) + (1− ηB,1)ηG,2

ηB,1(1− ηB,2) + (1− ηB,1)ηB,2



T

,

where T signifies transposition. Furthermore, the state transition probability matrix is given

by

P′ =
(1− b1)(1− b2) (1− b1)b2 b1(1− b2) b1b2

(1− b1)g2 (1− b1)(1− g2) b1g2 b1(1− g2)

g1(1− b2) g1b2 (1− g1)(1− b2) (1− g1)b2

g1g2 g1(1− g2) (1− g1)g2 (1− g1)(1− g2)

 .

So, for the channel c′ = (P′,n′), we have that c1 ⊇ c′ and c2 ⊇ c′. Although this result is

useful, it is clearly less powerful than the segmentation technique – segmentation involves

the parameters ζu and ζv, which lead to the generation of a family of channels for different

settings of these parameters, but concatenation can only hope to generate a single channel

from two component channels, up to relabeling of the states.

5.6.2 Comparability Examples

In this section we give some examples to illustrate our comparability results from Section

5.4. Here, we are given two channels, c1 and c2, and ask whether c1 ⊇ c2.

Our first example concerns the case where both channels have the same number of states.

Suppose c1 and c2 are 2-MMBSCs with inversion probability vectors nc1 = [0, 0.5] and
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nc2 = [0.4, 0.15], and state transition matrices

Pc1 =

 0.9 0.1

0.2 0.8

 ; Pc2 =

 0.8 0.2

0.1 0.9

 .
Firstly, using the result in Theorem 5.7, we relabel the states in both channels, placing them

in increasing order of probability of error: c1 is unchanged, but c2 is transformed so that

nc2 = [0.15, 0.4] and

Pc2 =

 0.9 0.1

0.2 0.8

 .
Firstly, we use (3.1) to calculate the average inversion probabilities η̄c1 = 0.167 and η̄c2 =

0.233. From (5.23), this implies that p = 0.1. Next, we calculate ψ for every σi ∈ S using

(5.24) with p = 0.1, and it is easy to find that ψ = 0.375 satisfies both states. Finally, by

inspection of Pc1 and Pc2 , it is easy to see that (5.25) is satisfied with ζ = 0. Thus, c1 ⊇ c2.

Our second example concerns the case where c2 has one more state than c1. Suppose c1

is a 2-MMBSC and c2 is a 3-MMBSC with nc1 = [0, 0.5] and nc2 = [0.3, 0.5, 0], and

Pc1 =

 0.99 0.01

0.01 0.99

 ; Pc2 =


0.96 0.02 0.02

0.04 0.9504 0.0096

0.04 0.0096 0.9504

 .
Firstly, we notice that the first column in Pc2 has all entries the same except one. Thus, the

first state in c2 is our candidate for the state added to c1. We then obtain the submatrix of

Pc2 formed by removing the column of alike entries (the first column) and the row in which

the unalike entry occurs (the first row). Thus, we have
0.96 0.02 0.02

0.04 0.9504 0.0096

0.04 0.0096 0.9504

 →

 0.9504 0.0096

0.0096 0.9504

 (5.27)

Furthermore, from the removed column, we assume ζu = 0.04.

We now turn our attention to nc1 and nc2 . Since we removed the first column of Pc2 ,

we remove the first element of nc2 to form [0.5, 0]. Since nc1 = [0, 0.5], is a permutation of
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[0.5, 0], we rearrange the state labels so that both vectors have their inversion probabilities

in increasing order. Thus, we have

(1− ζu)Pc1 = 0.96

 0.99 0.01

0.01 0.99

 =

 0.9504 0.0096

0.0096 0.9504


which is equal to the submatrix of Pc2 in (5.27).

Finally, we check the last two conditions. Since the unalike entry in the first column

is 0.96, we assume that ζv = 0.04. It is easy to see that the two states in c1 each have

probability 1/2, and each entry in the deleted row is equal to ζv/2. Furthermore, using (3.1),

the average inversion probability in c1 is η̄c1 = 0.25, while the deleted entry from nc2 was

0.3. Thus, all requirements are satisfied, and we conclude that c1 ⊇ c2.

Our last example involves the case where c2 has twice the number of states as c1. Suppose

c1 is a 2-MMBSC and c2 is a 4-MMBSC with nc1 = [0, 0.5] and nc2 = [0, 0.4, 0.15, 0.5], and

Pc1 =

 0.9 0.1

0.2 0.8

 ; Pc2 =


0.891 0.0033 0.0067 0.099

0.0133 0.784 0.196 0.0067

0.0133 0.098 0.882 0.0067

0.198 0.0033 0.0067 0.792

 .

Firstly, examine nc1 and nc2 . Clearly, the elements of nc1 are present in nc2 , so the first and

fourth states in c2 are assumed to be from c1, while the second and third states in c2 are

assumed to be from c2. Relabeling the states to place Pc2 in the same form as (5.16), we

have

Pc2 =


0.891 0.099 0.0033 0.0067

0.198 0.792 0.0033 0.0067

0.0133 0.0067 0.784 0.196

0.0133 0.0067 0.098 0.882

 . (5.28)

From this form, we can obtain candidate values of ζu and ζv. In the first 2 rows, the sum

of the last 2 elements in each row is 0.01, while in the last 2 rows, the sum of the first 2

elements in each row is 0.02. Thus, we assume ζu = 0.01 and ζv = 0.02.

Now, we can find the channel parameters of c1 and c∗1. Clearly, nc1 consists of the first

and fourth elements of nc2 , so nc1 = [0, 0.5]. Meanwhile, nc∗1
consists of the second and third
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elements of nc2 , so nc∗1
= [0.4, 0.15]. Similarly breaking up Pc2 , and eliminating factors of

(1− ζu) and (1− ζv), we have

Pc1 =

 0.9 0.1

0.2 0.8

 ; Pc∗1
=

 0.8 0.2

0.1 0.9

 .
Clearly, c1 is identical to c1 from the first example, while c∗1 is identical to c2 from the first

example, so c∗1 is in the degraded family of c1.

Finally, we check the submatrices P̂c1 and P̂c∗1
. It is not difficult to see that

P̂c1 =

 0.667 0.333

0.667 0.333

 ; P̂c∗1
=

 0.333 0.667

0.333 0.667

 .
Substituting into the appropriate submatrices and multiplying by ζu and ζv, as in (5.16), it

is clear that these submatrices are present in (5.28). Thus, c1 ⊇ c2.

5.6.3 Partial Ordering and Applications

In this section we give some examples to illustrate the usefulness of our partial ordering

and provide some applications. Consider a GE channel c = ([1 − b, b; g, 1 − g), [ηG, ηB]),

along with two members of its degraded family: c̃(0, 0, 0.1) = ([1 − b̃, b̃; g̃, 1 − g̃), [ηG, ηB]),

where b̃ = (0.1)(b/(b + g)) + (0.9)b and g̃ = (0.1)(g/(b + g)) + (0.9)g; and c̃(0, 0.1, 0) =

([1 − b, b; g, 1 − g), [η̃G, η̃B]), where ηG = (0.1)η̄ + (0.9)ηG and ηB = (0.1)η̄ + (0.9)ηB. For

all values of 0 ≤ ζu ≤ 1 and 0 ≤ ζv ≤ 1 (except where these values result in inaccessible

states), the channels c∗(0, 0, 0.1) and c∗(0, 0.1, 0) are 4-MMBSCs with the property that

c ⊇ c∗(0, 0, 0.1) and c ⊇ c∗(0, 0.1, 0). However, note that these are merely two examples

from the vast degraded family {c̃}. Subsequently, we may start again with c∗(0, 0, 0.1) and

c∗(0, 0.1, 0), and form their respective degraded families {c∗(0, 0, 0.1)} and {c∗(0, 0.1, 0)},

and apply segmentation to obtain new channels. Thus, starting with an individual channel

c, using segmentation and degraded families, partial ordering may be applied to a huge class

of w-MMBSCs where w is unbounded. This generates a tree of related channels, as depicted

in Fig. 5.3.

The results we have proposed can be applied to any situation in which the probability of

error is known, either analytically or empirically. However, these results are possibly most
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c1

{c1} c∗1 c∗2 c∗3 c∗4

{c∗1} {c∗2} {c∗3} {c∗4}

Figure 5.3: A sample partial ordering, depicting a root channel c1 and its descendants: its

degraded family {c1}, and channels formed by combining c1 with members of its degraded family.

Each resulting channel then has its own descendants.

useful when combined with density evolution. Suppose this partial ordering is applied to a

DE result for a channel c = (P,n) and a particular LDPC code with parity check matrix H.

Ideally, DE is a decision function which takes c and H and determines whether Pe[`](c) → ε

as ` → ∞ for the code represented by H, and for some sufficiently small ε. Because it is a

point-by-point search technique, DE is by itself not feasible in high-dimensional parameter

spaces such as are found in MMBSCs.

Using our results, if DE shows that Pe[`](c) is bounded away from zero as ` → ∞ for

c, then every channel ordered below c in the tree also has Pe[`] bounded away from zero as

`→∞. This means that a DE result for one particular LDPC code in an MMBSC implies

DE results for a large set of other MMBSCs for the same code, so the partial ordering we

have proposed aids in the efficient classification of MMBSC parameter spaces.

It is interesting to note that under the partial ordering tree, knowledge that Pe[`](c)

is bounded away from zero gives a result concerning every descendant of c in the partial
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ordering. However, knowledge that Pe[`](c) approaches ε gives results only concerning the

direct ancestors of c, which is a much smaller set. Thus, under the technique we have

proposed, knowledge of decoding failures is more informative than knowledge of decoding

successes.

A second application for our technique involves the analysis of high speed LDPC decoders,

in which only a few iterations are permitted. In the partial ordering, a result of c1 ⊇ c2

implies that the performance of LDPC decoding in c1 is better at every iteration than LDPC

decoding in c2. Thus, the system designer can be assured of the relative performance in c1

and c2 even if the number of iterations is held constant.

Finally, recall that in the proofs of the theorems in Section 3.3, we required the cycle free

and independence assumptions. Although LDPC codes have these properties in the limit

of long block length, they are not the only type of code that satisfy these assumptions. In

particular, we believe that these results also apply to other “sparse” codes, such as Turbo

codes and Repeat-Accumulate codes. We leave the proof of this statement to a future work.

5.7 Conclusion

In this chapter we have proposed a partial ordering on the parameter space of Markov-

modulated binary symmetric channels under LDPC decoding, similar to a partial ordering

for memoryless channels proposed by Shannon. Our work can be used to reduce the com-

plexity of characterizing the error probability performance of LDPC estimation-decoding this

multidimensional parameter space, which is particularly useful when combined with density

evolution analysis. In particular, these results can be used by a communication system de-

signer to ensure that a system designed for a particular class of channels will also function

properly in a much wider class, without explicitly testing each case.



Chapter 6

More Advanced Design Applications

In Chapter 4, our focus was on design in the GE channel. Although the GE channel is a

widely known classical channel model, one of our objectives was to gain experience which

could be generalized to more complicated channel models. In this chapter, we will briefly

discuss more advanced code design applications that are made possible by the techniques

described in this thesis. The reader should treat the results presented in this chapter as

preliminary, and as an indication of the flavor of results that will be obtained in future work.

6.1 Degree Sequence Design for Markov-Modulated Chan-

nels

System designers are most interested in capacity-approaching codes that work in a wide

variety of channels. In Chapter 4, we introduced a design tool that could be used to obtain

good degree sequences in the GE channel. As we shall show in this section, that design tool

is tremendously versatile, and can be applied to virtually any Markov-modulated channel.

Our design tool in Chapter 4 was a variant on the Semi-Gaussian algorithm. The current

parameter ν representing the extrinsic information was used to select a channel density

function from a family of such functions, pre-calculated and corresponding to a quantized

set of values for ν. The family of functions was calculated by running exact DE through the

channel factor graph, where the density of the extrinsic information message was a density

147
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corresponding to ν. To adapt this method to a more complicated channel model, we need

only find a way to obtain a similar family of channel message densities for an arbitrary

channel.

Unfortunately, exact calculation of DE over the Markov subgraph is difficult when the

number of states is greater than two, since the messages are random vectors, and thus their

densities are multivariate functions. However, we are only interested in the channel message

density, which is a univariate function regardless of the number of states or the nature of the

channel. Furthermore, since the design tool implements approximate DE, the requirement

to obtain an exactly accurate channel density function is somewhat relaxed. In particular,

we can avoid the use of exact DE and instead use Monte Carlo methods to obtain a family

of approximate channel densities. Such an approach has previously been used to evaluate

the performance of Turbo codes [12], and to implement DE in ISI channels [48].

Consider the following Monte Carlo procedure for obtaining a channel message density

for some Markov-modulated channel c, intended to replace Procedure C in Chapter 4:

Procedure F: Monte Carlo Stable Densities

1. Let ~ν ′ = {ν ′1, ν ′2, · · · , ν ′m} be a quantization of the interval [0, 0.5], so that ~ν ′ contains

the parameters which approximate the extrinsic information to the channel.

2. For each ν ′i ∈ ~ν, let mi := (2 erfc−1(2ν ′i))
2, and calculate ex(x; ν

′
i) as in (4.13).

3. For each ex(x; ν
′
i), generate a channel message as follows. Randomly generate a string

of 2N + 1 channel observations according to the channel model c, and a string of

2N independent extrinsic messages according to the extrinsic density ex(x; ν
′
i). Use

the SPA to calculate the channel message corresponding to the (N + 1)th channel

observation, according to the method outlined in Section 2.4.

4. Use M iterations of step 3 and obtain a histogram of the resulting channel messages.

This histogram, when normalized, is the Monte Carlo channel density cx(x; ν
′
i).

The value of M should be set very large, say 105 or more, so as to ensure that cx(x; ν
′
i) is a

reasonably accurate approximation of the true density.
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Figure 6.1: Monte Carlo channel message densities, using a GE channel with parameters

(b, g, ηB, ηG) = (0.01, 0.01, 0.22, 0.01), N = 40, and ν ′i = 0.05. Top left: the channel den-

sity under exact DE; top right: detail for M = 105; bottom left: detail for M = 104; bottom

right: detail for M = 103.

To gauge the accuracy of this result, we present a brief example involving a GE channel,

for which we can calculate DE exactly. In Fig. 6.1, we present Monte Carlo histogram densi-

ties calculated using Procedure F. Very close agreement between the density obtained using

DE and the Monte Carlo density is observed when M is large, with significant degradation
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as M decreases. Thus, it is reasonable to replace Procedure C with Procedure F in channels

where DE is too difficult to compute, and we will use this strategy to adapt our design tool

to more complicated channels.

6.2 Results

To put our proposed method from the previous section into action, we choose two compli-

cated channels for which we have not explicitly calculated DE: a Markov-modulated binary

symmetric channel with three states (i.e., a 3-MMBSC, using the terminology from Chapter

4), and a Markov-modulated Gaussian channel with two states. These two channels are used

as motivating examples; in principle, any Markov-modulated channel could be used in their

place.

The 3-MMBSC we tested has inversion probability matrix

P =


0.99 0.005 0.005

0.005 0.99 0.005

0.02 0.02 0.96

 , (6.1)

and inversion probability vector

n = [0.01, 0.11, 0.5].

Meanwhile, the 2-state Markov-modulated Gaussian channel has inversion probability matrix

P =

 0.95 0.05

0.05 0.95

 . (6.2)

As in Example 2.2, in a Markov-modulated Gaussian channel, the vector of parameters gives

the variance of the noise process in each state, and this vector is given here by

n = [0.25, 1]. (6.3)

In both channels, the parameter values were chosen somewhat arbitrarily. To illustrate

these channels, in Figs. 6.2 and 6.3, we show densities calculated using Procedure F for the

3-MMBSC channel and the Markov-modulated Gaussian channel, respectively.
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Figure 6.2: Example density of the 3-MMBSC, obtained using Procedure F.

Optimized degree sequences for these channels were obtained using Procedure E from

Chapter 4. For the 3-MMBSC, we obtained a degree sequence given by

λ2 = 0.245, λ3 = 0.4585, λ6 = 0.1183, λ8 = 0.1782;

ρ7 = 1,

which has a rate of R = 0.550. Using results from [37], the capacity for this channel is

C = 0.583, which gives R/C = 0.946. Meanwhile, for the Markov-modulated Gaussian

channel, we obtained a degree sequence given by

λ2 = 0.2, λ3 = 0.7682, λ4 = 0.0318;

ρ7 = 1,

which has a rate of R = 0.608. Experimental results for these two degree sequences are

given in Figures 6.4 and 6.5, for which we used the general estimation-decoding algorithm
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Figure 6.3: Example density of the two-state Markov-modulated Gaussian channel, obtained using

Procedure F.

from Section 2.4. In both figures, we observe that the actual performance of the code agrees

reasonably closely with the designed channel. This result is highly encouraging.

The results in this chapter are a clear demonstration of the power and potential of the

design tools we proposed in Chapter 4. Using Monte Carlo techniques to obtain channel

densities, as in Procedure F, we have obtained a method which can optimize LDPC degree

sequences, even in those channels where DE cannot be calculated. A similar technique could

be used to optimize LDPC codes in wireless fading channels, a task which is extremely

difficult with existing methods. This design tool is therefore a priority for application in

future work.
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Figure 6.4: Experimental results for the 3-MMBSC. Perr is plotted with respect to η̄, the average

inversion probability. Results are given for channels with P as in (6.1) and n = [0.01, 0.11, η0],

where η0 is varied to obtain the given η̄. The capacity for the tested channel is C = 0.583; there

is no setting of η0 that gives a capacity equal to the code rate of 0.550.



Chapter 6: More Advanced Design Applications 154

0.24 0.245 0.25 0.255 0.26 0.265 0.27 0.275 0.28
10

−4

10
−3

10
−2

10
−1

P
er

r

v1

n = 1× 105

n = 2× 105

Tested
channel

Figure 6.5: Experimental results for the Markov-modulated Gaussian channel. Perr is plotted with

respect to η̄, the average inversion probability. Results are given for channels with P as in (6.2)

and n = [v1, 1].



Chapter 7

Conclusion

This thesis has undertaken a detailed examination of the problem of LDPC estimation-

decoding in Gilbert-Elliott and Markov-modulated channels. In this concluding chapter, we

review our main results and propose avenues of study for the future.

7.1 Summary of Contributions

This thesis has produced a number of significant contributions to the field of channel coding,

both theoretical and practical. These include:

• Complete description of a general LDPC estimation-decoding algorithm for Markov-

modulated channels, based on the Sum-Product Algorithm (Section 2.4).

• A geometric method of efficiently characterizing the parameter space of the Gilbert-

Elliott channel (Theorems 3.4, 3.5, and 3.6).

• Proof that the necessary conditions for density evolution are satisfied for the Gilbert-

Elliott channel (Theorems 3.1 and 3.2) and that the probability of error calculated by

DE decreases monotonically in this channel (Theorem 3.3).

• Derivation of a DE algorithm for LDPC estimation-decoding in the Gilbert-Elliott

channel (Section 3.4).
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• Results from this DE algorithm showing that estimation-decoding performs far better

than the memoryless assumption (Section 3.5).

• Methods for classifying local neighborhoods (reduction) and their ensembles (contain-

ment), and theoretical results for comparing the probability of error of local neighbor-

hoods related under reduction (Lemma 4.1) and containment (Theorem 4.3).

• A message-passing schedule for easy approximation of DE in the GE channel (Schedule

B), and proof that this message-passing schedule has the same ultimate performance

as the standard schedule (Theorem 4.4).

• Two approximate DE algorithms based on the semi-Gaussian approximation (Section

4.4), for use as design tools in finding good irregular degree sequences for the GE

channel.

• Degree sequences found using the proposed design tool, representing the best codes

currently available for the GE channel, including codes with rates greater than 95% of

the Shannon capacity (Section 4.5).

• A partial ordering of Markov-modulated channels, which generalizes the geometric

characterization of the GE channel (Theorems 5.1 - 5.5), and a generalization of these

results to irregular LDPC codes (Theorem 5.8).

• An adaptation of the design technique from Chapter 4 to more general Markov-

modulated channels (Section 6.1), and optimized degree sequences for some example

channels (Section 6.2).

7.2 Proposals for Future Work

There are many interesting open questions that may attract further research. Firstly, there is

much work to be done in generalizing our DE algorithm to more general Markov-modulated

channels. We laid the groundwork for such analysis in Chapter 3 by showing that DE

analysis was possible in Markov-modulated channels. However, our DE algorithm is difficult
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to generalize to larger numbers of states, since larger state spaces cause the complexity

to grow tremendously. In Chapter 6, a solution to this problem was to use a Monte Carlo

scheme, which yielded very faithful results. In future work, a DE algorithm could be obtained

for complicated Markov-modulated channels in which the channel densities are obtained

using Monte Carlo methods. Secondly, we have only scratched the surface of possible degree

sequences and applications. Our design technique from Chapter 4 is applicable to any channel

for which stable channel densities can be obtained. In Chapter 6, we illustrated the use of

our technique in more general Markov-modulated channels. In principle, the technique could

be used to optimize degree sequences in all manner of complicated channels with memory,

including wireless fading channels. A wealth of future research is possible in this area.

Thirdly, further research is required to extend our partial ordering result from Chapter 5.

The Side Information Lemma is a very versatile tool, but we believe that it is too restrictive

to deliver any further results in parameter space characterization. Further research should

seek new tools of analysis.

We may also consider the combination of the work in this thesis with other work in the

field. For instance, wireless fading channels are normally affected by both data-independent

memory, as dealt with in this thesis, and data-dependent memory. A very interesting avenue

of future research would involve unifying the approaches of this thesis and that of [48].

Furthermore, there is much current research in the field of LDPC codes with short block

length, which are required for many practical applications. Most of the analysis in this thesis

has assumed an unlimited block length, so an interesting avenue of further research would

be to adapt these results to shorter LDPC codes.

In summary, this thesis has made significant advances in the field of LDPC decoding

in terms of estimation-decoding in data-independent channels with memory. Furthermore,

we have opened a wide field of interesting research questions that can be tackled in further

work.



Appendix A

Table of Notation

Notation Description First Use

λ Variable degree sequence 12

ρ Check degree sequence 12

cmax, vmax Maximum parity check, symbol variable degree 12

hj(·) Parity check equation 12

x, x Symbol, vector of symbols 12

Pr(E) Probability of the event E 13

y, y, Y Channel observation, vector of observations, observation alphabet 14

s, s, S Channel state, vector of states, state alphabet 15

P State transition probability matrix 15

n Markov modulated parameter vector 15

ηB, ηG Gilbert-Elliott bad, good inversion probabilities 17

b, g Gilbert-Elliott good-to-bad, bad-to-good transition probabilities 18

G The set of valid GE parameters 18

α Forward message 21

β Backward message 21

ζ Channel message 21

χ Extrinsic message 21

E Matrix representation of extrinsic information 23

N Matrix representation of channel information 24

158



Appendix A: Table of Notation 159

Notation Description First Use

η̄ Average inversion probability 28

N d
~e , Md

~e Directed local neighborhoods to depth d of edge e 29

Perr(·) Probability of error 36

Perr[`](c) Probability of error after ` iterations in channel c 35

Perr[`](c) → ε Perr[`](c) is on the interval [0, ε] in the limit as `→∞ 37

ˆ̀ Maximum (user-defined) number of iterations 37

F [·], F−1[·] Fourier transform, inverse Fourier transform 52

λ̂i Probability of a symbol variable node with degree i 76

N (`)
~e , A(`)

~e , . . . Directed local neighborhood for ` iterations of a given schedule 76

y
(`)
e Observations in a particular local neighborhood 76

N(`), A(`), . . . Ensemble of local neighborhoods after ` iterations 77

U(`) w V(`) Ensemble V(`) is contained in U(`) 87

Perr(U
(`)) Average probability of error over the ensemble U(`) 90

{c̃}, c̃(p, ψ, ζ) Degraded family of a channel c, a member of {c̃} 122

P∗(ζ) Transition probability matrix for c̃(p, ψ, ζ) 122

n̂′(p, ψ) Parameter vector for c̃(p, ψ, ζ) 122

c2 ⊇ c1 Partial ordering of channels c1 and c2 by probability of error 124
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